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Abstract
Initially motivated by military applications, Wireless Sensor Networks (WSNs)
are now applied to a number of different domains, such as environmental and
structural monitoring, healthcare, production, emergency rescue operation and home
automation. This wide variety of possible applications results in vastly varying
requirements and characteristics, and raises a number of critical issues which have
to be addressed during the design of a sensor network – cost, power consumption,
scalability, fault tolerance, etc.
Each of these issues has an influence on the design of the hardware and software
parts of new sensing platforms, and drives the research in telecommunications with
respect to these systems. Specifically, to meet the general trend towards diversification,
in recent years several different Medium Access Control, routing, power management
and data gathering protocols have been designed for each possible WSN application.
However, despite the existence of several solutions for reliable real-time data delivery
in sensor networks, most of the existing works require the optimization of one or
more network parameters, failing to heed the realistic requirements and constraints
of the target domain. Moreover, most of past works have neglected a flexible yet
robust way to interconnect heterogeneous WSNs and expose them to the users.
The aim of this thesis is threefold: first, to propose a new protocol for real-time
synchronous acquisitions in multi-hop wireless sensor networks which is able to
accommodate for different types of acquisitions, and therefore of applications. This
novel protocol is suitable for critical applications – it can define the maximum
number of nodes and the data-rate in a flexible manner, ensuring that the time
constraints and the delivery of data are satisfied within a given deadline.
Second, the thesis proposes a cross-layer protocol for slow data reporting in
environmental applications. This solution combines new ideas with features inspired
by existing protocols, and integrates the routing layer with the MAC mechanism in
a flexible and energy-wise scheduled rendez-vous mechanism.
Finally, effective guidelines are provided for designing a novel interface for wireless
sensor networks based on standard protocols and a lightweight software architectural
style. A RESTful web service is designed in order to expose the data acquired from
one or more sensor networks using the HTTP protocol and the principles of REST.
The resulting solution has been not only analyzed theoretically, but also tested in
real WSN implementations. Specifically, the system has been used for presenting
the result gathered by the sensor network for real-time monitoring of structures and
buildings described previously. In addition, the same RESTful interface has been
coupled with the second proposed protocol to assist in continuous monitoring of
environmental, slowly varying parameters.
1

Chapter 1

Wireless Sensor Networks
1.1

Introduction

The concept of Wireless Sensor Network (WSN) usually refers to a network which is
made of hundreds or thousands of sensor nodes, densely deployed in an unattended
environment. These nodes have the capabilities of sensing, wireless communicating,
collecting and disseminating data [1]. Typically, a sensor node consists of sensing,
computing, communication, actuation, and power components. These components
are integrated and packaged in a small board, usually no larger than a few cubic
centimeters. They are also supposed to employ low-power networking and electronic
technologies to last for years with a low duty cycle working mode. Hence, such a
network comes from the combination of sensing technologies, embedded techniques,
distributed information processing, and communication mechanisms [2].
Initially motivated by military applications, WSNs are applied nowadays to a
number of different domains. For example, WSNs have been deployed on a wide
scale for environmental monitoring and habitat study [3, 4], in wild environments for
supporting emergency operations [5], in buildings for structural health monitoring
[6, 7], in battlefields for security surveillance [8, 9], in houses to realize smart homes
[10], in hospitals — or even over bodies — for patient monitoring [11, 2]. Although the
so-called “smartdust” is still far from reality, a number of wireless sensor platforms
are now commercially available – the recent advances in energy harvesting, MEMS
sensors, and low-power design techniques have boosted the miniaturization of sensor
nodes and decreased significantly their production cost [12].
After the initial deployment, either random or ad-hoc, sensor nodes self-organize
into an appropriate network infrastructure, often with multi-hop connections between
devices similar to the one shown in Figure 1.1.
Then, the sensors start collecting information from the environment, using either
continuous or event-driven sampling modes. Time synchronization between nodes
can be achieved using distributed or centralized methods [13]. Similarly, a node can
also obtain positioning information through the global positioning system (GPS) or
local algorithms. The acquired data can be gathered from across the network, and
then appropriately processed in order to construct a global view of the monitored
phenomena [1]. In a typical scenario, users can retrieve information of interest from
a WSN by injecting queries and gathering results from the so-called base stations (or
sink nodes), which behave as an interface between users and the network. In this way,
2
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Figure 1.1: Example of a randomly deployed, multi-hop sensor network.
Table 1.1: Typical requirements for different WSNs domains.
spatial resolution
coverage
temporal resolution
lifetime
sensed parameters
bandwidth
latency
control
reliability
memory usage

Environmental
≤ 10 m
partial or full
minutes
years
temperature,
humidity, light,
wind
B/s
loose
requirements
external
low
negligible

Emergency
≈1m
full or reduntant
seconds
hours
position,
fire,
gas, rescuer vital
params.
KB/s
moderate (seconds)
distributed
medium
medium

Structural
10−1 − 100 m
full
milliseconds
weeks
vibration, deformation
KB/s
strict (seconds)
centralized
high
large

WSNs can be considered as a distributed database, which can be eventually connected
to the Internet. Moreover, the increasing number of cellular phones equipped with
sensors provide an opportunity to integrate existing sensor networks with the cellular
network, and the mobile devices could be exploited to gather and relay data with
higher granularity and flexibility [14].
Design constraints like small bandwidth, low battery capacity, and limited node
resources are common to all WSNs and poses a number of notable challenges for
researchers. However, as shown in Table 1.1, the wide variety of possible applications for Wireless Sensor Networks results also in vastly varying requirements and
characteristics, such as cost, power consumption, scalability, fault tolerance etc.
Each of the above mentioned requirements and constraints impacts the design
of all the hardware and software parts of a new system, from the circuitry to
the middleware. These issues drive also the research in telecommunications with
respect to wireless sensing systems – in recent years, several optimized Medium
Access Control, routing, power management and data gathering protocols have been
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designed for the WSN domain [15].
Specifically to the aims of our research, in the last years there has been a growing
attention to Medium Access Control protocols. These protocols rule how nodes
access the shared radio channel in order to communicate with neighbours, and their
effectiveness in minimizing interferences and collisions deeply impacts the efficiency
of the whole sensor network. Although a number of well-established mechanisms
are available nowadays, the design of embedded, large-scale distributed, dense, and
battery-powered wireless sensor nodes challenges traditional MAC approaches and
calls for new solutions.
Obviously, an efficient MAC protocol is not sufficient by itself, and must be
coupled with an appropriate physical layer and an optimized routing protocol. Finally,
there must exist a flexible yet robust way to interconnect heterogeneous WSNs and
expose them to the users – a wireless sensor network is mostly useless if the data
and the nodes are not accessible from the outside. Hence, another crucial challenge
in the quest for a successful Wireless Sensor Network is the design of an effective
interface for fast, reliable external access.

1.2

MAC Protocols for WSNs

A number of aspects drive the design of a MAC protocol for WSNs, among which the
energy constraint, the low computational power and the memory of the nodes stand
out. Hence, an effective MAC protocol for wireless sensor networks must be power
efficient, minimize collisions, be implementable with a small code footprint and
limited memory requirements, be efficient for the target application, and be tolerant
to changing radio frequency and networking condition. Moreover, the protocol must
also take into account that the network traffic is generally in one direction, from
multiple nodes to a sink, and may have sporadic or periodic transmissions.
The energy dissipation of a MAC protocol depends on the ability to avoid three
main potential unwanted events: collisions, overhearing, and overhead [16, 17]. Since
these factors are common to most of wireless systems, a few of the traditional
approaches used in wireless networks have also been proposed for WSNs with minor
or no variations. However, wireless sensing applications often require dedicated
protocols highly optimized and tailored for the given task.
Ye et al [18] presented MAC protocols for Wireless Sensor Networks dividing them
into two classes: time division and contention-based protocols. A similar approach
is used also in [19]: the protocols are divided in three classes, namely collision-free,
sleep-scheduled, and asynchronous, depending on the general methods they use to
achieve energy efficiency. In [20] a general taxonomy is used to classify the MAC
techniques into a bi-dimensional matrix, according to their layering and channel
access method: cross-layer and solitary on one side, contention-based, hybrid, and
scheduled on the other. Similarly, an other possible categorization criteria could
relate to the network topology, which can be either hierarchical or meshed [20]. The
target application is used instead by Bachir et al. in [16] to divide the protocols into
three main classes depending on the traffic profile: scheduled protocols for periodic
high-load traffic, common active periods mechanism for medium-load traffic scenarios,
and preamble sampling protocols for rare reporting events. Moreover, a special class
is devoted to hybrid techniques, which combine the benefits of different protocols
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Table 1.2: Summary of MAC protocols divided into “families” according the
ontology presented in Section 1.2
Traditional
Preamble sampling
Common Active Period
Scheduled
Hybrid
Real-Time

CSMA, MACA, IEEE 802.11 MAC, PCM, PAMAS
PS/LPL, WiseMAC, SyncWUF, TICER, RICER, BMAC, X-MAC
S-MAC, T-MAC, D-MAC
TRAMA, PEDAMACS, SMACS, EMACS, G-MAC,
ML-LMAC, AI-MAC
Y-MAC, IEEE 802.15.4, Funneling-MAC
i-GAME, LPRT, VTS, RT-Link, CR-SLF, BitMAC,
Area-MAC, TreeMAC, TIGRA, I-EDF

Figure 1.2: The Hidden Terminal problem.
families. The analysis of the MAC protocols proposed in this chapter is based on
the last taxonomy, although a dedicated section for real-time MAC techniques has
been added – these protocols deserve a special section for their unique features and
application domains.

1.2.1

Traditional protocols

Collisions, overhearing and idle listening are among the main sources of radio power
consumption. These issues have been already addressed before the advent of WSNs,
and a few possible solutions have been proposed for wireless systems in general.
The simplest technique for reducing collisions in wireless network is Carrier Sense
Multiple Access (CSMA) [21]. In a CSMA-based network, the source node senses
the channel before transmitting to check if the medium is either busy or free. In the
former case, the sender postpones the transmission and back off for a given time in
order to avoid collisions. In the latter situation, the node finds the channel freely
available and can start the transmission. This mechanism is extremely simple and
completely distributed, but it does not solve the two main issues which come with
wireless communications: the hidden terminal (Figure 1.2) and the exposed terminal
(Figure 1.3) problems [22].
These two problems have been mitigated by Karn with the MACA protocol
[23]. MACA gets rid of the Carrier Sense, replacing it with a channel reservation
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Figure 1.3: The Exposed Terminal problem.
scheme based onto two control messages: Request-To-Send (RTS) and Clear-To-Send
(CTS). When a node wants to send a message, it issues a short RTS packet to the
destination node. The recipient replies with a CTS packet to the source, triggering
data transmission. The key idea of MACA is to embed the expected length of the
transmission into the RTS and CTS packets. Thus, when a nearby device captures a
RTS beacon addressed to a different node, it inhibits its own transmission and waits
for the CTS reply. Likewise, nodes that overhear a CTS will defer their transmissions
to ensure that the data packets are successfully delivered to the receiver. The exposed
terminal issue is solved too, since a node which does not overhear a response to
a RTS can assume that the intended recipient is down or out of range. Finally, a
binary exponential backoff is used in case of collision among RTS packets. Since no
carrier sense is needed, MACA requires extremely simple hardware. However the
MAC protocol does not include acknowledgements: if a data transmission fails, its
retransmission needs to be initiated at an higher stack level.
A very popular wireless MAC protocol derived from MACA and CSMA is the
one defined in the IEEE 802.11 standard [24]. Together with the physical carrier
sense mechanism, a RTS-CTS-DATA-ACK dialogue is employed to accomplish
data transmission. The RTS/CTS messages exchange originally proposed in MACA
is employed here to initiate the transmission between two nodes. The duration
information indicated within these messages is used by all the other stations to set
the Virtual Carrier Sense indicator, called Network Allocation Vector, for the given
time. Hence, the NAV of each node contains information on when the medium is
expected to be busy due to transmissions by other nodes. The NAV is also updated
every time a RTS or CTS is overheard by the node, and it works in combination with
the outcome of physical carrier sensing to avoid collisions. After data transmission,
a positive Acknowledgement scheme is finally used by the receiver to confirm the
correctness of the received packet, which is validated through a polynomial integrity
code.
A simple power management mechanism is also included into the IEEE 802.11
standard. The nodes inform the base station when they plan to enter in sleep
mode, so that any message for them can be buffered at the access point. Then, the
terminals periodically wake up to check for the buffered packets. Hence, energy
saving is provided at the expense of a lower throughput and higher latency.
PCM (Power Control MAC) [25] is a proposal for improving the energy efficiency
of 802.11 using different power levels for the various messages. The key idea is to
send RTS and CTS packets using the maximum available power, while lower power
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Figure 1.4: The basic working principle of Preamble Sampling / LPL (from [19]).
levels are employed to send the data and the acknowledgements. The minimum
power required to communicate between the sender and receiver is chosen according
to the received signal strength of the RTS/CTS packets. The real problem with
PCM is the significant impact of fading phenomena over low-power transmissions,
which makes quite hard to obtain an accurate estimation of actual signal strength.
The MACA idea has been extended in Power Aware Multi-Access protocol with
Signaling (PAMAS) [26], where the RTS/CTS signaling is carried out on a dedicated
channel, separated from the radio channel used for data exchange. While a node is
receiving a data packet, it broadcasts control signals onto the secondary channel to
indicate the length of the ongoing transmission. The other nodes go to sleep whenever
they can neither receive nor transmit successfully. Moreover, if a transmission is
started while a node is in sleep mode, the secondary channel is used to determine
how long it can go back again to sleep.
While all these canonical solutions provide ways to save energy on overhearing,
further energy efficiency is possible by reducing idle receptions. The key challenge
here is to allow receivers to sleep for the majority of their time, while still ensuring
that they will be awake and ready for reception when a packet intended for them
will be transmitted. According to the methods used to solve this problem and to the
traffic generated by the system, there are essentially three classes of MAC protocols
specifically designed for sensor networks, as discussed in the following sections.

1.2.2

Preamble sampling methods

One of the possible tasks of a WSN is the reporting of rare or aperiodic events.
Intrusion detection applications fall in this category: the sensor node must detect
specific events, and does not communicate unless an specific action is detected.
Similarly, nodes used for metering applications operate at very low duty cycles
and report measurements to the central station sporadically. In all these scenarios
Preamble Sampling [27], sometimes also called Low Power Listening (LPL) [28], is
an efficient way of managing the channel access.
Differently from the other techniques, the nodes in a network based on preamble
sampling do not share a common wake-up schedule. Looking at the big picture,
each node is in sleep state most of the time and sometimes, independently from the
other sensors, it wakes up for a short period of time to receive or transmit data.
Since the nodes are not synchronized, a preamble signal is used to inform the other
devices that a transmission is going to happen – as a matter of facts, the preamble
needs to last enough to make sure that all potential receivers detect the preamble.
A streamlined diagram of this wake up mechanism is shown in Figure 1.4.
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Figure 1.5: The Preamble Sampling mechanism in TICER (from [19]).
This approach imposes no schedule or time synchronization, which makes the
protocol simple and with less overhead to preserve power efficiency. However, there
are two major issues. First, a simple preamble signal can potentially wake up all
the possible receivers within the range of the transmitter if no information on the
intended receiver is included. A second drawback is the fact that lowering the duty
cycle does not necessary imply energy saving for all nodes – devices in sleep mode
for large periods reduce the power consumption on the receiver side, but also cause
longer preambles and overhearing.
To cope with this limitation, a variation of the plain preamble sampling has been
proposed in WiseMAC [29]. A WiseMAC node informs the neighbours about its
wake-up period embedding the information in ACK packets. Knowing this value
and estimating also the clock drifts, the receiver can synchronize its wake-up with
the transmit time of the sender. Hence, WiseMAC increases the energy efficiency
reducing the risk of overhearing, and provides also an analytical upper bound to
the length of the preamble. SyncWUF [30] extends the WiseMAC protocols with
a different kind of preamble, called Wake Up Frame (WUF). This frame consists
of a number of Short WUF, each containing the identification of the destination
node and the remaining time before the start of the transmission. Hence, when the
receiver wakes up and receives a Short WUF, it can calculate the exact start time of
the transmission and go back to sleep for the remaining period.
TICER/RICER [31] are two other protocols which rely on the preamble sampling
approach. In TICER, the first node sends a sequence of short preamble signals, and
monitors the channel after each of them. When the receiver wakes up and detects
a preamble, it immediately replies with a short ACK, which is used by the sender
to begin the transmission (see Figure 1.5). The main difference from the basic LPL
method is the use of a sequence of short signals instead of a single long preamble,
and the use of an explicit acknowledge from the receiver before starting transmission.
The design rules of RICER are similar to those of TICER. RICER is actually
the opposite of TICER in that is the destination, and not the source, which initiates
the handshake. As shown in Figure 1.6, in the Receiver-Initiated Cycle receivER
technique (RICER) the source node wakes up and waits for a beacon issued by
the receiver. It then begins transmitting, and the destination node remains active
until the reception is completed. It is worth noting that the beacons and the short
preamble messages must include the unique identifier of the node in order to match
and wake up the correct receiver.
One of the most cited mechanisms based on preamble sampling is B-MAC [28],
a flexible and highly configurable protocol which combines different features taken
from other existing protocols and leaves also space for future extensions. Although
it is referred as a protocol, B-MAC is actually a container for a number of different
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Figure 1.6: The Preamble Sampling mechanism in RICER (from [19]).
media access functionalities. In addition to the standard message interfaces, BMAC layer exposes a set of functions that allow services to enable, disable and
configure on-demand the various layer-2 mechanisms. The main features provided
by the protocol includes CCA, acknowledgments, backoffs, and LPL. The Clear
Channel Assessment of B-MAC employs software automatic gain control and outliers
detection for estimating the current noise floor in the environment. Low Power
Listening can be enabled too, using a preamble to wake up sleeping nodes, and
thus saving energy. Explicit acknowledgements for reliability, and packet backoffs
for channel arbitration can also be implemented into B-MAC. Finally, RTC/CTS
channel reservation signals and other more complex protocols can be added over BMAC using its control interfaces. This modular design makes the protocol extremely
customizable according to the needs of the higher levels, and to the memory size of
the target node.
X-MAC [32] improves the low power listening method of B-MAC using short
preambles in place of the traditional long ones. A short preamble is actually a
short beacon which includes the destination address. The short preamble is repeated
multiple times by the transmitter, and an Acknowledgement is sent by the destination
node when it receives the short preamble. The reception of the Ack stops the
preambles, and the actual data transmission follows immediately. Since the short
preambles of X-MAC include the destination identifier, they reduce the overhearing
by putting back to sleep mode all the nodes but the actual receiver. Starting the
transmission just after the Ack shorten the preamble time, lowering also the energy
wasted by the transmitter.
The preamble sampling approach has been proposed in other protocols, namely
STEM [33], CMAC [34], and WakeUpRadio [35], and it has been originally used in
combination with classic protocols like Aloha [27]. However, with increasing traffic
loads and higher duty cycles, this technique is not efficient anymore and new MAC
protocols are needed.

1.2.3

Common active periods techniques

An alternative approach to channel access is provided by MAC protocols with
common active and sleep periods. The nodes are kept synchronized, and a common
schedule of sleep/active periods is shared among them. The sleep intervals are used
to save energy, while nodes access the channel during the active period.
S-MAC [36] is one of the first and most cited protocol which includes a common
active period technique. Neighbouring nodes based on S-MAC form a virtual cluster,
and they are supposed to share a common sleep schedule. During the sleep period,
they turn off the radio to save as much energy as possible. Then, they periodically
wake up to listen the channel for a given interval – the length of the active period
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Figure 1.7: Example of D-MAC scheduling over a tree topology (from [38]).
depends on the duty cycle, and it is supposed to be a predefined value. First, during
the active period, the nodes exchange synchronization packets with each other in
order to keep the schedules aligned. Then, the remaining part of the period is used
to contend for the channel using the same RTS-CTS-DATA-ACK dialogue of 802.11.
S-MAC laid the ground work for T-MAC [37], another duty-cycled protocol with
common active periods. To handle load variations in time and location, T-MAC
extends S-MAC introducing an adaptive duty cycle with a dynamic active part.
While the total length of the cycle is kept constant, the listen/sleep duty cycle is
adapted through a timeout mechanism. A timer is started at the beginning of the
interval, and it is restarted after every reception of a message – when the timeout
expires, the node goes back to sleep. Compared to S-MAC, this solution reduces the
throughput but also the amount of energy wasted on idle listening, in which nodes
wait for potentially incoming messages.
Both S-MAC and T-MAC suffer from the data-forwarding interruption problem
when used in multi-hops network. D-MAC [38] uses a data gathering tree structure
composed of many source nodes and one sink node. Flows in this tree are unidirectional from sensor nodes to sink, which is the unique destination – all the other
nodes forward any packets they receive to the next hop along the routing path.
D-MAC is designed in a tree fashion, so that packets can flow continuously from
sensor nodes to the sink using a staggered wake-up scheme. This result is achieved
aligning cycles so that a node at a certain level is in receiving mode when one of the
leaves at a lower level in the tree is transmitting. This wake-up schedule guarantees
that nodes on the path wake up sequentially to forward packets, thus eliminating
data-forwarding delays. D-MAC is designed for single-channel sensor nodes, although
multi-channel support for D-MAC has been proposed in [39].
The use of common active periods in presence of periodical traffic has significant
advantages over the preamble sampling approach. However, the method is not
suitable for continuous monitoring applications, especially those associated with
high-data rates.

1.2.4

Scheduled protocols

The task of reducing collisions in continuous-monitoring applications is simplified
by the knowledge of the distribution of the network traffic. In scenarios like envi-
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Figure 1.8: Time slot organization with TRAMA (from [40]).
ronmental, health, and wellness applications, it is possible to determine the time
at which a node will transmit. With an appropriate algorithm, the transmissions
of multiple nodes can be arranged in time, so that interferences become negligible.
This is generally achieved with a Time Division Multiple Access mechanism, that
is assigning different time slots to different nodes. This approach is also useful for
traffic-intensive applications, where the high collisions probability may render the
network useless if no schedule is employed.
TRAMA [40] is a TDMA-based algorithm where a distributed election algorithm
is used to determine which node can transmit at a particular time slot. The scheme
uses information on the two-hops neighbourhood traffic to select the best transmitter
– this kind of election solves the hidden terminal problem, providing a collisionfree channel for one-hop communications. TRAMA assumes a single, time-slotted
channel for both data and signaling transmissions. Figure 1.8 shows the overall
time-slot organization of the protocol. Time is organized as sections of random- and
scheduled-access periods. During a first random-access phase, one-hops topology
data are gathered by nodes, so that each of them obtains consistent two-hop topology
information across all nodes and can calculates the schedule. The distributed TRAMA
algorithm avoids the assignment of time slots to nodes with no outgoing traffic,
and also allows nodes to find when they can sleep using traffic information. The
slots assignment and the intended recipient are finally broadcast, and the scheduled
transmissions take place during collision-free time slots.
PEDAMACS [41] is another TDMA scheme that extends the classic single-hop
time division channel access to multi-hop sensor networks. Firstly, the access point
floods the network with topology-learning packets – this topology collection phase is
based on plain CSMA and ultimately produces a spanning tree. Then, a scheduling
algorithm calculates when each node should transmit and receive data. Finally, the
sink announces the schedule to all the nodes of the network. The algorithm uses
connectivity information to find the optimal arrangement which minimizes the time
needed for a packet to reach the access point from a node. This optimization problem
is NP-complete, but PEDAMACS uses a suboptimal polynomial-time scheduling
algorithm based on graph colouring. The result is an average delay proportional to
the number of nodes in the sensor network.
The SMACS [42] protocol is a distributed mechanism which enables nodes to
discover their neighbours and set the schedules for transmissions and receptions.
In SMACS, the neighbour discovery and channel assignment steps are combined.
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Figure 1.9: Structure of a G-MAC frame (from [44]).
Nodes which can hear each other establish a so-called “communication link”, which
consists of two time slots at a randomly chosen frequency. Such a scheme avoids
the requirement for network-wide synchronization, although a local synchronization
between neighbours is still needed. Like other mentioned protocols, the nodes can
be put in sleep mode during idle time slots to save power.
A different TDMA based MAC scheme is EMACS [43]. EMACS divides time into
frames, frames into time slots, and each slot contains three sections: communication
request (CR), traffic control (TC), and data section. Each time slot can be assigned
to only one network node – the other nodes can ask for data or notify the availability
of packets for the owner of the time slot in the CR section. The owner of the slot,
which finally decides which communication should take place in its slot, uses the
traffic control phase both to broadcast the schedule for its data section and to publish
the other sections it is going to listening. After this step, the transmission of the
actual data packet follows. As expected, power saving is achieved putting in sleep
mode the node when no transmissions are expected.
G-MAC [44] operates on large sensor networks organized into smaller cluster,
and eliminates cluster-wide idle listening to obtain significant energy savings. The
first phase of a TDMA frame cycle in a cluster is the collection period, when the
cluster coordinator (gateway) collects both local and non-local network traffic. After
all transactions have been completed, the gateway attempts to forward all traffic out
of the cluster and then moves to sleep state. Then, the distribution period begins,
with all nodes waking up and receiving a synchronization message from the gateway.
This message embeds information about the current time, the next collection period,
the next distribution period, and the schedule of messages transactions between
cluster nodes. At the end of the schedule, the gateway will wake up and use the
remaining distribution period to exchange inter-network traffic with other gateways.
When the contention/collection period begins again, only nodes with awaiting traffic
wake up and request a scheduled cycle. The structure of a cyclic G-MAC frame is
shown in Figure 1.9.
Other scheduled protocols take advantage of interference-free and contention-free
parallel transmissions on different channels to increase throughput in high-data rate
application. For example, MC-LMAC [45] coordinates transmissions in time and over
multiple frequency channels – time is slotted, and each node is assigned the control
over a time slot to transmit on a particular channel. Similarly, other protocols like
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LMAC [46] and AI-LMAC [47] are examples of other time and channel-scheduled
protocols which introduce additional mechanisms to adapt the assignments with
varying network traffics or loads.
However, looking at the big picture, the scalability and convergence time of
the scheduling algorithms pose severe issues with an increasing number of nodes.
Moreover, the problem is critical in fully-meshed network, where the lack of a central
node burden the sensors with the computation for the scheduling.

1.2.5

Hybrid protocols

Although the taxonomy adopted above is quite general, not all protocols for WSNs
can be clearly classified in one of the three previous classes. The main reason is
that some protocols combine the main features of different approaches into a single
method. The resulting solutions are hybrid protocols which can adapt their behaviour
according to the scenario and the current status of the network.
Y-MAC [48] is an example of hybrid protocol which combines preamble sampling
and scheduling of transmissions. The basic channel access is based on time-division,
with the time frame composed of time slots long enough to transmit one data
message. However, time slots are not assigned to the senders but to the receivers –
at the beginning of each time slot, potential senders for the same receiver contend
for the channel. In Y-MAC, this medium access contention is based on low power
listening. A contention window is started, and the nodes wishing to send a packet
randomly backoff within the contention window. The first node which goes back
and finds the channel clear transmits a preamble until the end of the contention
window to suppress competing transmissions. Then, the receiver associated to the
time slot wakes up at the end of the contention window to receive data from the
contention winner. Unicast messages are initially exchanged on the base channel.
This is energy efficient under light traffic conditions, since every node polls the
medium only during the broadcast time slots and its own unicast receive time slot.
However, many unicast messages may have to wait in the queue, or be dropped in
heavy traffic scenarios. If multiple packets need to be transmitted, then the receiver
and all the potential senders hop to a new channel according to a pre-determined
frequency-hopping sequence.
The MAC proposed by the IEEE 802.15.4 [49] standard for low power and
low data-rate wireless networks is very flexible and can operate in different modes.
By default, this protocol does not support classes of services and isochronous
communications within a single network – the MAC layer rules channel access using
standard unslotted CSMA/CA mechanism. However, this standard introduces also
a beacon-enabled mode for star and tree topologies. The beacon-enabled mode
uses beacons to periodically synchronize nodes with the network coordinator. In
this configuration the coordinator defines the Beacon Interval, which is the time
between two consecutive beacons. Then, the active part of this interval, called
superframe, is divided into 16 equally-sized time slots (Figure 1.10). Usually nodes
compete for medium access using slotted CSMA/CA within the so-called Contention
Access Period (CAP) of the superframe: in case of busy channel, a node randomly
computes its CSMA backoff period in time slots. The main factors that determine
performance at the MAC level include network size but also traffic parameters
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Figure 1.10: IEEE 802.15.4 superframe structure (from [49]).
such as packet arrival rates and duration of sleep periods. The Beacon Interval and
Superframe Duration values have a large impact on the network performance, and the
values should be adaptively adjusted too, according to the network traffic conditions.
Moreover, the standard allows a Contention-Free Period (CFP) within the superframe.
This option is activated upon request to the coordinator for allocating time slots
depending on the node’s requirements. The PAN coordinator checks whether there
are sufficient resources, and it is responsible for allocating the requested Guaranteed
Time Slots (GTSs) for a maximum of 16 slots. Hence, this slot allocation mechanism
has some limits in terms of utilization efficiency; in addition, it is not a viable solution
when a large number of nodes in the same network want to communicate. A detailed
description of both GTS management and the slotted CSMA/CA mechanism is
presented in [49].
Funneling MAC is an hybrid protocol which adopts different schemes in various
parts of the network to cope with the so-called funneling effect [50]. This peculiar
behaviour of sensor networks results in a significant increase in traffic intensity,
collision, congestion, packet-loss, and energy drain closer the sink (see Figure 1.11).
Funneling-MAC aims at mitigating this funneling effect in sensor networks. The
solution is based on a network-wide CSMA/CA approach, but with a localized
TDMA protocol overlaid in proximity of the sink. In this sense, the funneling-MAC
represents a hybrid MAC approach. However, the use of a localized time-division
scheduling only within a few hops from the sink avoids the traditional scalability
issues associated with a network-wide deployment of TDMA. Moreover, this allows
to burden the sink with the managing of the TDMA scheduling of transmission in
the funneling region, saving additional energy on the sensor nodes.

1.2.6

Real-time protocols

The hybrid protocols presented in the previous section, as well as all the other
mechanisms described before, have been designed focusing on energy consumption,
latency or throughput factors. However, these are not the main challenges for the
class of applications related to time-critical situations. In this case, the biggest
challenge is the guarantee of deadlines while delivering messages. Although some
ideas from the above mentioned protocols can apply also to the real-time domain,
most of wireless sensor networks MAC protocols are not suitable for time-critical
scenarios. Specifically, military, industrial or structural monitoring applications
impose strict predictability constraints on the delivery time of messages – hence,
new methods for accessing the channel are needed to satisfy these requirements [51].
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Figure 1.11: Funneling effect in WSN (from [50]).
Generally speaking, a real-time protocol should guarantee an upper bound for
end-to-end delay of wireless transmissions. Real-time MAC-layer protocols can be
divided into two main classes, according to the way they consider time constraints
while scheduling transmissions. A first class of mechanisms, sometimes addressed as
“soft”, aims at minimizing the travel time of packets from each node of the network.
These protocols calculate a schedule for the network and then derive an upper bound
for the transmissions’ delay.
For example, in [52] the issues related to energy consumption in sensor networks
are addressed for varying spatio-temporal sampling rates of a physical phenomena.
The authors propose a collision-free access protocol and investigate the tradeoffs
between sensor density, energy consumption and spatial sampling rate. The paper
also investigates the relationship between delay and spatial sampling, given the
sensors have always data to send.
A different algorithm for maximizing the lifetime of a sensor network while
guaranteeing an upper bound for the end-to-end delay is presented in [53]. The
authors of this work include in the analysis both the information on the wake-up
frequency of a sensor and its location in a routing path, but they consider only
sporadic alarm-driven data transmissions.
The TIGRA (Timely Sensor Data Collection using Distributed Graph Coloring)
protocol [54] ensures that no interference occurs and spatial channel reuse is maximized by assigning a specific time slot for each node. TIGRA uses a distributed
heuristic for graph colouring to guarantee a deterministic delay on sensor data
collection. The end-to-end delay incurred by sensor data collection largely depends
on a specific topology, platform, and application, and TIGRA informs the application
of the best possible delay it can provide.
RT-Link [55] is a protocol for industrial applications which provides reliable
collision-free operation and bounded end-to-end delay across multiple hops. The
protocol requires a dedicated hardware for providing global time synchronization
with an out-of-band mechanism. RT-Link schedules communications basing on the
network topology. This firstly requires a topology-gathering phase, followed by a
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scheduling phase. The gateway aggregates the list of neighbours from each node,
and then constructs a connectivity graph and schedule nodes. Likewise the TIGRA
protocol, RT-Link generates a minimum delay schedule using an heuristic to solve
the distance-k node colouring problem.
The Low-power Real-Time Protocol (LPRT) [56] is a hybrid technique based
on dynamic TDMA and CSMA/CA. The protocol extends the GTS mechanism of
IEEE 802.15.4 defining a superframe, each consisting of 1024 mini-slots enclosed by
two beacon messages. In the first part, the Contention Period allows the stations to
associate with the base station and to request mini-slots for transmissions during the
Contention Free Period (CFP). The CFP is composed of an optional retransmission
period (RP) and a normal transmission period (NTP). The RP is placed before the
NTP to allow the retransmission of messages corrupted by channel errors before new
data are supposed to be transmitted.
BitMAC [57] builds a spanning tree rooted at the sink, where each node acts
as an access point for its directly-connected children. Within each of these stars,
time-division multiplexing is used to avoid interference between active children. A
graph-colouring algorithm is used to assign different channels to neighbouring stars,
thus avoiding interferences. The nodes also exploit a bitwise “OR” of the heard
transmissions to distinguish data coming from multiple synchronized senders. The
protocol provides deterministic bounds on the execution time of all its elements,
while the total delay is not fixed – time slots are allocated on demand to nodes that
actually need to send data.
The TreeMAC protocol [58] works instead over ternary trees, and divides a
time cycle into frames and each frame into slots. A parent node calculates the
children’s frame assignment using their bandwidth demand, and each node find
its own slot assignment using information about its hop-count to the sink. This
scheduling algorithm provides a lower bound for data throughput to the gateway,
and reduces buffering on intermediate nodes. However, every node uses a round
robin method to assign frames to its children based on their proportional bandwidth
demand. This means that timeliness is guaranteed in presence of low-rate streams,
while high channel demand can cause starvation for some nodes.
AREA-MAC [59] is a different protocol with which deals with time and energy
critical applications, while maintaining reasonable system fairness. The mechanism
can be applied to grid topologies, where the density of nodes is high enough that a
node can directly communicate with multiple neighbours. The idea is that target
nodes can adapt their duty cycles according to the requests of the sources. The
simulation results show that AREA-MAC can maintain an acceptable system fairness
and trade-off between timeliness and energy efficiency.
For the sake of completeness, the literature analysis ends by considering [60]. In
this paper, the authors work on a real-time scenario for applications where the data
gathering must be performed within a specified latency constraint. However, the
latency constraints are derived from the routing paths of the considered network,
and this value is then used to minimize energy consumption.
The problem with all the above real-time protocol is that a delay bound is
calculated assuming a specific network scenario, and there are no a-priori guaranteed
delays. Similarly, when new nodes enter the network or bandwidth requirements
changes, no admission control is performed. Instead, the new flows are always
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accepted and the protocols reschedule the transmissions aiming at providing fairness.
To alleviate the problem, a second class of real-time protocol may be designed, often
labeled as “hard”. In this class of algorithm a maximum bandwidth requirement for
sensors is used to validate the schedulability of a transmission, and new nodes can
enter the network only if the deadlines of the other nodes are still satisfied.
Among examples of hard protocols we can list i-GAME [61], a new approach to
IEEE 802.15.4 GTSs allocation which provides significant improvements in terms of
bandwidth utilization efficiency compared with the explicit allocation mechanism.
The basic idea consists of sharing the same GTS among multiple nodes, instead of
statically allocate it to a single node in all the superframes. With i-GAME, nodes
wishing to enter the network, ask for a certain real-time service to the network
coordinator. The admission control algorithm combines the bandwidth and delay
requirements of the new request with information on the available GTS resources.
Then, the new allocation request is accepted if the algorithm finds a schedule
which satisfies its requirements without affecting all those previously admitted. The
implementation of i-GAME only requires minor add-ons to IEEE 802.15.4, but the
proposed protocol is suitable only for flows with low rates and in single-hop networks.
Another hard real-time protocol is RRMAC [62], a TDMA mechanism for multihop networks. Sensors in a RRMAC network are organized in clusters, and cluster
heads collect and aggregate data from the sensor nodes. Messages are then delivered
to the central node along a hierarchical tree structure. The protocol uses a basic
superframe based on 802.15.4 to arrange transmissions from cluster heads to the
gateway, and dedicated time slots for transmissions are assigned according to service
requirements.
Channel Reuse-based Smallest Latest start time First (CR-SLF) [63] is a real-time
centralized scheduler which can provide timeliness guarantees for multi-hop message
transmissions. The protocol uses an heuristic to arrange transmissions according to
Latest transmission Start Time (LST) of messages, that is the time by which the
message must be scheduled to meet its end-to-end effective deadline constraints. The
basic idea of the CR-SLF algorithm is to partition the set of packet transmissions
into disjoint sets, such that communications in each set do not interfere with other
sets and can be executed at the same time. Then, sets are ordered sequentially.
I-EDF (Implicit EDF) [64] is an adaptation of the classic real-time Earliest
Deadline First scheduler to Wireless Sensor Network. The protocol is suitable for
hard real-time applications, but it assumes a cellular network infrastructure and
multi-channel radios – thus, its applicability to traditional WSNs is limited.
Finally, Virtual TDMA for Sensors (VTS) [65] is a dynamic TDMA MAC protocol.
VTS adaptively creates a TDMA arrangement with a number of timeslots equal to
the actual number of nodes in the range of the gateway. The duty cycle of sensor
nodes is increased or decreased in order to keep latency constant below a given
deadline. The main limit of the protocol is its applicability to single-hop network
only.
In summary, many of the existing real-time protocols are suitable for soft application only. A few hard solutions for critical applications have been proposed
too, but their applicability is limited to single-hop networks or applications with
limited bandwidth requirements. Looking at the big picture, there is still room
for improvements, especially towards the design of solutions for multi-hop, high
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data-rates wireless sensor networks. Even more important, new real-time protocols
should be able to guarantee a deterministic delay on transmissions taking into
account both the data acquisition frequency used to monitor the phenomena and
the validity deadlines of the acquired data.

1.3

Interconnecting Wireless Sensor Networks

Besides a number of small and energy constrained sensor nodes, a wireless sensor
network usually includes one or more central nodes, also called gateways or sinks.
These nodes are supposed to be less energy constrained, have more computational
power and better storage capabilities. These features make these nodes suitable for
network management at different levels. For example, as described in the previous
section, some MAC protocols rely on a central node for computing the channel
access scheduling, managing the transmissions within a cluster, or keeping the nodes
synchronized through beacon signals. Other basic functions of gateways are query
distribution and data collections from the sensors. Finally, a gateway acts as a bridge
between the sensor network and user applications, enabling the users to gather
information on the network from the outside [66, 67].
Different WSNs are based on different communication protocols, such as ZigBee
[49], 6LoWPAN [68] or other proprietary technologies [69]. However, users and
developers are not interested in how the sensor nodes communicates – ideally, the
gateway should hide the complexity of the WSN behind. Furthermore, the interface
provided by the gateway should be based on standard technologies and protocols to
simplify the interconnection to the Internet [70, 71].
The first real-world WSN which faced the problem of data access through Internet
is represented by the Great Duck Island monitoring experiment – Mainwaring et al.
deployed a network of 32 nodes on a small island to study seabird nesting habitat
while streaming data onto the web [3]. Similarly, a fully-functioning sensor network
has been deployed in a glacial environment to provide evaluations of global warming
[72]. More recently, another solution for glacier monitoring has been developed and
deployed on the Alps by the Swiss EPFL institute of technology [4].
Integrating different objects is not a problem related to WSNs only, and it has been
already faced by software engineers in the past. A possible solution is Service-Oriented
Architectures (SOA), a general style for building software applications based on the
concept of service. A service is an implementation of a well-defined functionality,
and such services can be described, discovered, and invoked by heterogeneous clients
from anywhere, irrespectively of the network and the platforms used. The notion of
SOA can be easily mapped to the WSN domain, providing a service architecture
for modeling sensors as resources that can be discovered, queried, configured and
managed remotely. For example, in [73] the authors introduced the concept of a
Sensor Network Common Interface for granting access to the sensors from any host
using a service-oriented architecture. In this paper, the basis of the architecture is
well described: an example of a SOA for sensor networks is presented, with explicit
characterization of three layers, from the sensor nodes to the host. Moreover, the
authors present the basics of an environmental monitoring system and how the data
coming from various WSNs should be exchanged and managed.
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Web services have taken the concept of Service Oriented technology and implemented it as services delivered over the Internet using Web-related technologies.
This approach provides a transparent interaction through an interface accessible
from the Web. The interface of the service provider is formalized in a dedicate
machine-readable file called Web Services Description Language (WSDL). The other
systems interact with the Web service according to this description and using SOAP
messages, typically conveyed using HTTP with an XML serialization in conjunction
with other Web-related standards [74].
As shown in [75], Web Services can be used as a foundation for communicating
with sensors on one side, and exposing the processed data on the other end. Moreover, publication and discovery mechanisms, together with security extensions, are
examples of additional features which can be enabled on a gateway based on this
technology. The most notable system architecture for sensor network data collection
and fusion through the Web is probably SenseWeb [76]. This project, developed
by Microsoft Research, is a unified system aiming to provide an open architecture
to collect, share, process, and query sensory data provided by contributors across
the globe. This system provides an interactive tool to query sensors and visualize
historical data through an open Web Service API.
The main criticism to traditional Web Services is that they are too complex
and based upon large software vendors or integrators, rather than typical open
source implementations [77]. Moreover, they introduce considerable performance
costs related to the use of stateful connections, and the exchange and parsing of
large XML files [78]. Recently, Representation State Transfer (REST) has emerged
as a lightweight alternative to classic Web Services, since it does not require SOAP
or WSDL definitions. This solution is not actually new: it relies on the same
architectural and functioning principles of the World Wide Web. A REST-compliant
(or “RESTful”) architecture focuses on the interaction with stateful resources, rather
than messages or operations. The key idea is to describe the interface of a service
using a limited set of well-known, standard operations, such as GET, POST, PUT,
DELETE for HTTP.
A first use of REST for WSNs is presented in [79], where a 6LoWPAN network
for smart building has been provided with a RESTful programming interface for
the access to the resources. In the same work, all the data structures have been
represented using the JSON format, a lightweight text-based data interchange format
which is suitable as an XML alternative in bandwidth-constrained environments
[80].
Another work regarding the application of RESTful interfaces in WSNs is
presented in [81]. The authors describ TinyREST, an architecture composed by
wireless sensors or actuators which communicate wirelessly with a HTTP RESTful
gateway. Client terminals perform requests by querying the gateway, which interfaces
the network and the users. Guinard e Trifa in [82] present a similar architecture based
on a RESTful interaction between the sensor nodes of the WSN and a web-oriented
system, where sensor nodes are viewed as RESTful resources. Using HTTP canonical
requests to interact with sensor nodes, it is possible to obtain data mashups from
different sensors located in different networks. Moreover, the visualization of the
monitored parameters has been implemented using AJAX (Asynchronous JavaScript
and XML) web pages.
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The REST approach represents a viable solution for interfacing and communicating with wireless sensor networks: it is lightweight, is based on reliable and
widespread standards, and can exchange data over stateless connections. Further
investigations efforts could be put to formalize the way to expose the elements of a
sensor network using standard HTTP requests. Moreover, a REST interface can be
smoothly integrated in an IP-based sensor network, while an appropriate translator
layer must be run on the gateway to integrate other WSNs. In the latter case, the
problem of how to expose the acquired samples when they are stored in a structured
database has not yet been addressed.

1.4

Contribution of the Thesis

As mentioned above, the range of possible application fields for wireless sensor
networks is wide and extremely heterogeneous. As a consequence, it is becoming
increasingly difficult to discuss typical requirements regarding hardware and software
elements without considering the context and the application field.
However, most of existing protocols have been validated through simulations
only, and their performance on the field is still unknown. Moreover, the design
of a protocol often starts from some initial assumptions which do not overlap
the actual requirements of the end user. In addition, most solutions are link and
environment agnostic, ignoring the issues and peculiar characteristics of the nodes
or the environment in which the wireless sensor network will operate.
This thesis aims at dealing with such issues, and presents new MAC protocols
for environmental or structural monitoring which can provide some advantages with
respect to the existing solutions.
Second, the thesis proposes a cross-layer protocol for slow data reporting in
environmental applications. This solution combines new ideas with features inspired
by existing protocols, and integrates the routing layer with the MAC mechanism in
a flexible and energy-wise scheduled rendez-vous mechanism.
Finally, effective guidelines are provided for designing a novel interface for wireless
sensor networks based on standard protocols and a lightweight software architectural
style. A RESTful web service is designed in order to expose the data acquired from
one or more sensor networks using the HTTP protocol and the principles of REST.
The resulting solution has been not only analyzed theoretically, but also tested in
real WSN implementations – a sample open-source implementation is described to
provide a reference starting point for further development. Specifically, the system
has been used for presenting the result gathered by the sensor network for real-time
monitoring of structures and buildings described previously. In addition, the same
RESTful interface has been coupled with the second proposed protocol to assist in
continuous monitoring of environmental, slowly varying parameters.
The remainder of the thesis is therefore organized in three main chapters, following
the three main research areas described above. Chapter 2 presents the features of
the newly developed protocol for real-time acquisition, and shows the experimental
results obtained from a realistic structural monitoring testbed. Then, Chapter 3
describes the details of a cross-layer protocol for environmental monitoring and its
performance when deployed on the field. Chapter 4 outlines the main features and the
implementation details of out RESTful interface for interfacing and managing either
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the environmental or structural monitoring systems. Finally, Chapter 5 concludes the
thesis and suggests directions for the future research in the areas of MAC protocols
and interfaces for real-time wireless monitoring.

Chapter 2

PRISM, a novel real-time WSN
MAC protocol for structural
monitoring
2.1

Introduction

Structural monitoring is gaining momentum with the recent increasing interest
in preservation of historical buildings, critical infrastructure monitoring, and in
post-earthquake damage detection. In these fields, Wireless Sensor Networks (WSNs)
are a promising technology which could enable dense and distributed monitoring.
Compared to other existing solutions, a WSN can significantly reduce the cost and
the time needed to setup a data acquisition system without the need for wires and
complex hardware. However, Structural Health Monitoring (SHM) applications have
unique features, such as high-frequency sensing, strict clock synchronization and
high data-rates. Moreover, critical measurements are often needed in near real-time –
if data are received after a certain delay, they are not useful anymore.
As shown in Section 1.2, current WSNs are not suited for high-rate real-time
processing, as the majority of existing transmission and channel allocation protocols
are tailored to low sampling rates and loose latency constraints. Similarly, many
data processing algorithms are aimed at reducing the data-rate to save bandwidth
and to reduce power consumption, against the need for timely transmissions, which
is a requirement of real-time monitoring applications.
The limited number of real-time protocols is reflected by the existing working
structural monitoring systems, which start from the idea that acquisitions must
be synchronous, but transmissions usually are not. Next section proposes a more
detailed analysis of current existing works for structural monitoring. Looking at the
big picture, latency is a fundamental scaling limitation for past researches: samples
are buffered by each node, and data are collected from every node one by one when
the storage memory is filled up. Hence, the duration of a sampling test is usually
bounded by the amount of node memory to a maximum of a few hours. Moreover,
data gathering takes a lot of time: in [83] and [84] the data collection phase for the
Partially published as: E. Goldoni and P. Gamba, “W-TREMORS, a Wireless Monitoring
System for Earthquake Engineering,” IEEE EESMS Workshop 2010, pp. 50-56, Sep. 2010.
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whole network takes about 6 times the duration of the sampling phase. A second issue
with these systems is their limited sampling bandwidth, which allows acquisition
frequencies only below 100 Hz. Subsequently, these approaches are really valuable
for studying and preserving the long-term stability of buildings, but offer limited
validity for rapid structural damage response.
The solution proposed in this chapter is PRISM (Protocol for Real-tIme Synchronous Monitoring), a novel protocol for real-time and high data-rate synchronous
acquisitions. This protocol can be implemented both in single-hop topologies and
in multi-hop networks, whereas routing paths are logically organized on a binary
tree. Unlike the standard 802.15.4 Medium Access Control, PRISM uses a deterministic temporal scheduling of transmissions. To be more precise, the protocol
adaptively creates off-line a scheduling starting from the process sampling frequency;
the scheduling of transmissions is then broadcast into the network before starting
the acquisition process.
The performance of the protocol has been studied theoretically, investigating
the relationship among number of nodes, channel capacity and data-rate in both
single-hop and multi-hop networks. In addition, the protocol was implemented and
tested in a low-cost, fully-functioning wireless monitoring system. The results confirm
the validity of PRISM, and the developed system is the first working WSN which
can provide 1 KHz sampling rate and real-time data delivery using nodes which cost
less than 80 Euro each.

2.2

WSNs for Structural Monitoring

Related work on using WSNs for structural monitor includes notable experiments
like Wisden [7], Tenet [84] and the Golden Gate Bridge deployment [83]. Wisden
is a multi-hop wireless system for structural-response data acquisition designed at
the University of Southern California [7]. It incorporates a reliable multi-hop data
transport mechanism and a data time-stamping system which does not require global
synchronization. A first implementation of the wireless network acquired data at
50 Hz, and used a simple run-length encoding technique to detect and compress
period of inactivity. The deployment experiences on a seismic test structure drove
to a re-design of parts of the system [84]. In order to preserve the fidelity of the
structure’s frequency response, the sampling frequency was increased to 200 Hz,
and an onset detection scheme was introduced during the compression phase. The
delivery protocol of Wisden proved to be reliable and robust to data losses, achieving
100% success in packet delivery during tests. However, latency is a fundamental
scaling limitation for this system: a continuous 1-minute shake requires about 6
minutes to completely transmit corresponding data.
Similarly, Mechitov et al. [85] developed a wireless sensing system for structural
monitoring based on Crossbow Technology Mica2 motes. Their implementation first
stores sensor data in flash memories; then, values are delivered to the processing
station when the acquisition stops. Memory limitations on the sensor nodes allowed
for recording no more than 90 seconds of single-axes acceleration values of 250 KHz
sampling frequency. Clock synchronization was also achieved adapting the FSTP
time synchronization service to the sensor network, ensuring proper synchronization
for the target application.
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The Golden Gate Bridge (GGB) deployment [83, 6] is one of the largest experimental WSNs for structural monitoring. An integrated hardware and software
system for a scalable SHM wireless network has been designed and implemented
using a dedicated accelerometer board, Mica-Z sensor nodes and the TinyOS operating system. Additional software components have been implemented, including
a protocol for reliable command dissemination and data collection, and software
functions for data pipelining, jitter control and high-frequency sampling. In the
experimental GGB deployment 64 nodes were distributed over the main span of the
structure, collecting vibrations synchronously over a 46-hop network. The nominal
sampling was performed at 1 KHz, but the digitalized signal was downsampled to
50 Hz by averaging. The network layer of this system is able to reliably deliver
measurements to the central station, although data gathering from the network
is performed off-line: about 250,000 samples are buffered by each node, and when
the storage memory is filled up data are collected from every node one by one. A
complete cycle of sampling and data collection for the full network would take about
9-12 hours [83].
Finally, two additional recent experiments have been presented in [86, 87]. In
the first work [86], researchers used low-cost hardware to developed a WSN for
real-time SHM. The resulting sensor network supports real-time acquisition from
up to 20 wireless units with negligible data losses; however the bandwidth of the
final estimation is limited below 128 Hz. In the second work, a fully-working custom
system has been deployed in Torre Aquila, a medieval tower in Trento, Italy. Basing
on 4 months of operation, the authors showed the effectiveness of the designed
WSN for assessing the tower’s stability, as it proved to deliver data with loss ratios
< 0.01% and an estimated lifetime beyond one year [87].
Despite a number of notable efforts, it is clear that there is room for improvements
in the design of a cheap and real-time wireless sensing systems. Specifically, there
is a clear need for a MAC and data delivery protocol able to support distributed,
time-synchronized acquisitions with over-100 Hz sampling frequencies. This protocol
should also enable real-time and reliable data delivery, eliminating collisions among
transmissions and providing guarantees on timeliness.

2.3

An Overview of the PRISM Protocol

The newly proposed PRISM protocol is specifically tailored for high data-rate
and real-time WSNs. This protocol overcomes the above mentioned limitations of
currently available sensor networks using a TDMA-like channel access mechanism
and organizing transmissions in an efficient way. Furthermore, the approach employs
a simple in-band synchronization mechanism which does not require dedicated
hardware, avoiding to tie the protocol to a specific platform. The protocol can
be implemented both in single-hop topologies and in multi-hop networks, whereas
routing paths are logically organized on a perfect binary tree. The remainder of this
section describes these main features of PRISM in detail.
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Figure 2.1: Packet format of the PRISM protocol.

2.3.1

TDMA Scheduling

Due to the limits of a carrier sense channel access mechanism, PRISM drops CSMA/CA in favour of a TDMA-like scheduling of transmissions [88]. This allows to
avoid collisions among transmissions assigning non-overlapping time slots. To be
more precise, the protocol adaptively creates a scheduling with an optimal number
of time slots, thus achieving higher throughputs compared to TDMA protocols with
a fixed frame-size. Given the maximum sampling frequency of the sensor network,
PRISM computes off-line the optimal scheduling of transmissions. Then, before
starting the acquisition process, the resulting TDMA arrangement is broadcast into
the network, and only after this step the acquisition can start.

2.3.2

Bursty Transmission

The key assumption of PRISM is that low-cost nodes specifically developed for
wireless sensor networks are provisioned with an analog-to-digital converter circuitry,
a processing unit and the communication module, all embedded in a simple chip
without DMA. The main drawback of this integration is the lack of support for the
concurrent acquisition of samples and the transmission of data. To cope with this
issue, PRISM exploits the idle time between two consecutive sensor acquisitions
for transmitting data. This interval is quite long, compared to the transmission
time of a single value – hence, it is possible to reduce the channel usage by putting
multiple samples in a single packet, that is transmitting them into a burst. The
packet structure of a burst is quite simple: the first data in the packet is the absolute
timestamp associated to the first sample of the group; then, a burst of 𝑛 consecutive
samples follows and an integrity check code concludes the packet. The structure of a
PRISM packet is shown in Figure 2.1. A similar approach has been proposed also in
[7].
The advantage of this solution is the reduced overhead introduced into the
channel, which increases the throughput. On the other hand, the use of bursts could
introduce a notable delay between acquisition and transmission of samples. PRISM
overcomes this limit by identifying the optimal setup of the network and configuring
parameters in order to fulfill user requirements.

2.3.3

Network Synchronization

Synchronization between sensors plays a crucial role for most of real-world monitoring
applications. However, providing aligned clocks is a complex task due to various
challenging internal and external factors, such as drifts, non-linearity of timers or
signal propagation times [13, 89].
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PRISM adopts a flexible, in-band approach to keep nodes synchronized. In
single-hop networks, the gateway periodically broadcasts a clock signal to all the
sensor nodes during a dedicated time slot. On the other hand, in larger networks
other existing distributed synchronization algorithms can be used during one or
more dedicated time slots.
The details of the various synchronization solutions which can be implemented in
star and multi-hop topologies are better described in the following sections, devoted
to single-hop and multi-hop networks respectively.

2.4

PRISM in Single-Hop Networks

The considered single-hop network is organized into a simple star topology coordinated by a central gateway. This device is responsible for the initial configuration of
the network, the scheduling of transmissions and the collection of all the measurements acquired by sensors. Therefore, the gateway is supposed to be less energy and
computationally constrained than the other nodes of the network.

2.4.1

Theoretical Analysis

We know that the transmission of data and the acquisition of samples at a given
frequency 𝑓𝑠 are mutually exclusive. Therefore, the duration 𝑇𝑠𝑙𝑜𝑡 of the time slot
assigned to a node can not exceed the interval between two consecutive acquisitions:
1
≥ 𝑇𝑠𝑙𝑜𝑡
𝑓𝑠

(2.1)

and the transmission of the burst (𝑇𝑏𝑢𝑟𝑠𝑡 ) must fit inside the time slot:
𝑇𝑠𝑙𝑜𝑡 ≥ 𝑇𝑏𝑢𝑟𝑠𝑡 .

(2.2)

1
𝑃𝑏𝑢𝑟𝑠𝑡 (𝑆)
≥ 𝑇𝑏𝑢𝑟𝑠𝑡 =
,
𝑓𝑠
𝐶

(2.3)

Combining (2.1) and (2.2) we get:

where 𝑃𝑏𝑢𝑟𝑠𝑡 (𝑆) is the size of the burst data unit sent by the node and 𝐶 the channel
capacity. Since a burst contains 𝑆 sample of size 𝑃𝑠𝑎𝑚𝑝𝑙𝑒 and an optional header of
𝑃ℎ𝑒𝑎𝑑𝑒𝑟 byte, we have:
𝑃𝑏𝑢𝑟𝑠𝑡 (𝑆) = 𝑆 · 𝑃𝑠𝑎𝑚𝑝𝑙𝑒 + 𝑃ℎ𝑒𝑎𝑑𝑒𝑟

(2.4)

and we can rewrite (2.3) as
𝑆 · 𝑃𝑠𝑎𝑚𝑝𝑙𝑒 + 𝑃ℎ𝑒𝑎𝑑𝑒𝑟
1
≥
𝑓𝑠
𝐶

(2.5)

According to (2.5), the maximum number of samples in a single data unit sent by
PRISM may be:
⌊︃
(︂
)︂⌋︃
1
𝐶
𝑆𝑚𝑎𝑥 =
·
− 𝑃ℎ𝑒𝑎𝑑𝑒𝑟
(2.6)
𝑃𝑠𝑎𝑚𝑝𝑙𝑒
𝑓𝑠
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Since a burst is made of 𝑆 samples acquired at frequency 𝑓𝑠 , a node will send
data to the gateway every 𝐻 seconds, where
𝐻=𝑆·

1
𝑓𝑠

(2.7)

This periodic transmission must be performed by all nodes in the wireless sensor
network: during this interval each node must transmit at least once. Hence, 𝐻 can
be considered the hyper-period of the transmission cycle in a PRISM network.
Therefore, the maximum number 𝑁 of devices in the network when using a slot
per node per hyper-period can be calculated as:
𝑁=

𝑆𝑚𝑎𝑥 · 𝑓1𝑠
𝑆𝑚𝑎𝑥 ·
𝐻
=
≤
𝑇𝑠𝑙𝑜𝑡
𝑇𝑠𝑙𝑜𝑡
𝑓𝑠

1
𝑓𝑠

= 𝑆𝑚𝑎𝑥

(2.8)

Hence, if we put in a burst the maximum allowed number of samples 𝑆𝑚𝑎𝑥 ,
acquired at a given frequency 𝑓𝑠 , the biggest network we can build is made up of
𝑁𝑚𝑎𝑥 = 𝑆𝑚𝑎𝑥 nodes.
Finally, since measurements are sent periodically by the nodes after an hyperperiod, the maximum delay 𝐷 experienced by values is
𝐷 = 𝐻.

2.4.2

(2.9)

Synchronization issues

As foreshadowed in Section 2.3, PRISM adopts a centralized in-band synchronization
mechanism in order to compensate clock discrepancy among sensor nodes without
requiring dedicated hardware. In a star topology, either a reference node or the
gateway itself periodically broadcasts a clock signal to all the sensor nodes during a
dedicated time slot. Given the reference node sends the a message every hyper-period,
the remaining 𝑁 − 1 slots remain free. Hence, the actual maximum number of nodes
in a WSN based on PRISM is reduced to 𝑁 −1. Moreover, the maximum length 𝑇𝑠𝑦𝑛𝑐
of the synchronization signal is equal to 𝑇𝑠𝑙𝑜𝑡 while the re-synchronization frequency
is 𝐻. However, should the specific mechanism take longer to calibrate all clocks,
𝑋 consecutive time slots could be used for this tasks, leaving 𝑁 − 𝑋 intervals free
for sensor nodes. Similarly, various non-consecutive slots in the same hyper-period
could be used instead to repeat the process, hence increasing the synchronization
frequency without affecting the sensor sampling period.
This solution features low execution time, low traffic overhead, and it also provides
accurate synchronization for most practical uses. Nevertheless, the approach is flexible
and it could be easily extended using other well-established algorithms during the
dedicated time slot in place of a single reference signal, such as [89, 90] or [91].

2.5

PRISM in Multi-hop Networks

It is possile to extended PRISM from the single-hop case to multi-hop networks
logically organized as a binary tree. This is not an oversimplifying hypothesis: many
routing protocols designed for the WSN domain calculate network paths so that
transmissions are routed and forwarded along such a hierarchical topology (see, for
instance, [38, 92]).
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Figure 2.2: Example of WSNs organized in a perfect binary tree.

2.5.1

Theoretical Analysis

Like the single-hop case, all nodes in a multi-hop topology acquire data from the
environment at a given frequency and transmit them during a dedicated time slot.
Moreover, we assume that any node in the network can be used as a relay device, i.e.
it can receive a burst coming from another node, store it in a buffer and retransmit
it later.
Due to the balanced and symmetric binary tree topology, the root node (i.e. the
gateway) will receive half of data from the left side of the network and half from the
right. Thus, time slots for communication with the root will be equally used by the
two subtrees. Moreover, since the left and the right side share a unique wireless link
with the gateway, transmissions from the two sides are mutually exclusive. This link
is also the bottleneck for both subtrees: in order to avoid queuing of packets along
the path, it must be guaranteed that there will not be more than one transmission
per level in each side. Finally, a node can not transmit and receive at the same time;
for this reason, two transmissions in the same subtree must be at least two levels far
from each other.
From [93] we know that the total number of nodes in a perfect binary tree is
ℎ+1
(2
− 1), where ℎ is the height of the tree. Therefore, if we exclude the root node,
which serves only as a gateway, the amount of sensor nodes in the network becomes
2ℎ+1 − 2. This structure is made up of two subtrees and both the left and the right
ones consist of (2ℎ − 1) children nodes.
From (2.6) we know that the maximum number of samples per burst depends on
the sampling frequency. According to (2.8) the number 𝑁 of nodes in the network
must not be higher than the maximum number of samples 𝑆 allowed per burst. In
addition, we found that all slots are used to gather data from sensor nodes when
the number of nodes in the network is 𝑁 = 𝑆. Given the sampling frequency 𝑓𝑠 , it
is possible to find the maximum ℎ height of a network organized as a perfect binary
tree:
(2ℎ+1 − 1) − 1 ≤ 𝑁𝑚𝑎𝑥 = 𝑆𝑚𝑎𝑥
This means that the maximum height of a perfect binary tree acquiring at frequency
𝑓𝑠 and working with PRISM may be:
⌊︂

ℎ𝑚𝑎𝑥 = log2

(︂

𝑆𝑚𝑎𝑥
+1
2

)︂⌋︂

(2.10)
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function Scheduler
𝑙𝑒𝑓 𝑡𝑠𝑖𝑑𝑒_𝑠𝑐ℎ𝑒𝑑 = 𝑆𝑐ℎ𝑒𝑑𝑢𝑙𝑒_𝑆𝑢𝑏𝑡𝑟𝑒𝑒(𝑙𝑒𝑓 𝑡, 0)
𝑟𝑖𝑔ℎ𝑡𝑠𝑖𝑑𝑒_𝑠𝑐ℎ𝑒𝑑 = 𝑆𝑐ℎ𝑒𝑑𝑢𝑙𝑒_𝑆𝑢𝑏𝑡𝑟𝑒𝑒(𝑟𝑖𝑔ℎ𝑡, 1)
end function
function Schedule_Subtree(subtree, offset)
𝑡𝑖𝑚𝑒𝑠𝑙𝑜𝑡 ← 𝑜𝑓 𝑓 𝑠𝑒𝑡
for 𝑙𝑒𝑣𝑒𝑙 = 1 to ℎ do
for 𝑐ℎ𝑖𝑙𝑑 = 1 to (2𝑙𝑒𝑣𝑒𝑙−1 ) do
timeslot++
𝑆𝑐ℎ𝑒𝑑_𝑇 𝑟𝑎𝑛𝑠𝑚𝑖𝑠𝑠𝑖𝑜𝑛(𝑙𝑒𝑣𝑒𝑙, 𝑐ℎ𝑖𝑙𝑑, 𝑡𝑖𝑚𝑒𝑠𝑙𝑜𝑡)
if 𝑐ℎ𝑖𝑙𝑑 ̸= (2𝑙𝑒𝑣𝑒𝑙−1 ) then
timeslot++
end if
end for
end for
end function

◁ Leave an empty slot

Figure 2.3: Pseudo-code for the PRISM scheduling algorithm applied to the left
and right-side subtrees in a perfectly binary tree configuration.
Table 2.1: Example of schedulation for a 2-level complete binary tree
Transmissions
1𝑠𝑡 hop → root
2𝑛𝑑 hop → 1𝑠𝑡 hop

1
A

2
B
C

3
C
E

4
E
D

5
D
F

6
F

7
A

8
B
..

Therefore, given ℎ and 𝑆𝑚𝑎𝑥 , the size 𝑁 of the network is defined as:
𝑁 = 2ℎ+1 − 1,

ℎ ∈ 𝑁+ , ℎ ≤ ℎ𝑚𝑎𝑥

Given these requirements and constraints, there is an algorithm which could
be used to produce a valid scheduling of transmissions. An implementation of this
solution in psudo-language is described in Figure 2.3. The same algorithm applied to
the example binary tree network shown in Figure 2.2 would result in the schedulation
shown in Table 2.1.
The proposed algorithm organizes transmissions so that bursts coming from
left-side nodes are received by the root during even slots, whereas odd intervals
would be used for right-side transmissions (or vice versa). The sending time slot 𝑡𝑖
assigned to the 𝑖-th node at level 𝑙 (where 𝑖 ≤ 2𝑙 ) can be expressed as
𝑡𝑖 = (2 · 𝑖 − 1) +

𝑥−1
∑︁

(2𝑙 − 1)

(2.11)

𝑙=1

The arrival time 𝑎𝑖 of each burst can be easily calculated adding to (2.11) the
propagation delay introduced by the (𝑙 − 1) intermediate hops:
𝑎𝑖 = (𝑙 − 1) + (2 · 𝑖 − 1) +

𝑥−1
∑︁

(2𝑙−1 − 1)

𝑙=1
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which can be rewritten as:
𝑎𝑖 = (2 · 𝑖 − 2) + 𝑙 +

𝑥−1
∑︁

(2𝑙 − 1)

(2.12)

𝑙=1

According to this equation, 𝑎𝑖 will always be odd: hence, the arrival time of burst on
the root node would always coincide with odd time slots. Moreover, the empty slot
between two burst guarantees that there will never be a two consecutive levels on
the same side. In addition, such a scheduling for the left or right subtree is able to
fill exactly half of the slots. Finally, the arrival time of the last child 𝑐 at the deepest
level ℎ of the tree is:
𝑎𝑐 = (ℎ − 1) +

ℎ
∑︁

(2𝑙 − 1)

𝑙=1

This results can be also rewritten using the properties of geometric series as:
𝑎𝑐 = (2ℎ+1 − 2) − 1
But we also know that the total number 𝑁 of sensor nodes in the tree is 2ℎ+1 − 2.
Combining the two equations above, we can calculate that the last time slot used to
deliver data acquired by the nodes in one subtree is the (𝑁 − 1)th.
The same algorithm described in Figure 2.3 applies also to the right-side, since
the two subtrees are symmetric. Hence, a phase displacement by one slot would
result in transmissions to the root node only during even slots. Therefore, the root
node will never experience collisions: odd slots unused by one subtree would be
used by the other and vice versa. Moreover, this scheduling is able to fill all the 𝑁
time slots of an hyper-period: 𝑁/2 acquired from the sensors of one subtree and the
remaining 𝑁/2 from the other subtree. Hence, the hyper-period H is composed of
2 · 𝑁2 = 𝑁 = 𝑆 slots and we have:
𝐻=𝑆·

1
1
=𝑁·
𝑓𝑠
𝑓𝑠

(2.13)

which is exactly the result for the single-hop case in (2.7).
There is however a change in the maximum delay experienced by data in a burst,
since the effects introduced by intermediate nodes should be considered, too. The
first sample in a burst must wait 𝐻 time slot before being sent; then, it may have to
cross one or more intermediate hops before arriving to the root node. Hence, the
maximum delay experienced by data from a level-𝑙 node will be
𝐷 = 𝐻 + (𝑙 − 1)

(2.14)

It is interesting to note that, like in (2.9) for the single-hop case, the delay for
nodes directly connected to the gateway is exactly 𝐷 = 𝐻 . This is reasonable, since
a star network with two sensor device is also a binary tree with level-1 nodes only.

2.5.2

Synchronization issues

Node synchronization in a multi-hop network based on PRISM can be achieved
using different approaches. The most straightforward is that of a reference node
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periodically broadcasting a clock signal to all the sensor nodes during dedicated time
slots, as done for the single-hop case. However, all the devices in the network must
be able to receive the timing messages – the applicability of this solution depends on
both the maximum output power of the radio and the physical distance between the
reference node and the farthest one. Otherwise, distributed algorithms could be used
to establish a global timescale throughout the network. For example, an effective
choice is the Timing-sync Protocol for Sensor Networks (TPSN) [89]. This algorithm
establishes a global timescale performing pair wise synchronization along the edges
of a hierarchically organized network through a proper exchange of messages.
Similarly to the single-hop case described in the previous section, such system
could be implemented into the network using a single time slot, thus reducing only
by 1 the maximum number of sensor nodes allowed.

2.6

Numerical Experiments

The applicability and the performance of the protocol as an alternative MAC
mechanism for IEEE 802.15.4 networks have been investigated. The aim of this
numerical simulator is to identify the theoretical bounds of PRISM over the physical
layer defined by the standard before implementing the technique in a real network
for structural health monitoring.
The basic IEEE 802.15.4 standard conceives communications with a nominal
transfer rate of 250 kbps, although the definition of several physical layers allow
lower transfer rates, e.g. 40 and 100 kbps. In Figure 2.4 the maximum size of a
wireless sensor network based on PRISM is shown. In this simulation the compact
frame header of 15 bytes is used, and it has been assumed that the ADC integrated
in sensor nodes would output 16-bit samples. As expected from (2.6), the maximum
size of a network decreases as the sampling frequency increases. Furthermore, a
sensor network acquiring at 1 KHz could be created only transmitting at 250 KHz,
while lower transfer rates are still suitable for small networks and moderate sampling
frequencies.
The simulation has been repeated for the multi-hop case using only the highest
transfer rate of 250 Kbps specified by the standard. Figure 2.5 plots the maximum
tree height as a function of the sampling frequency. Results obtained are quite
impressive: although not specifically designed for high data-rate applications, IEEE
802.15.4 could be used in combination with PRISM to build multi-hop networks of
tens of nodes all acquiring more than 500 samples per second.

2.7

Experimental Evaluation

The PRISM protocol has been also implemented into W-TREMORS (Wireless
Tremors, vibRations, and Earthquakes MOnitoRing System), a working example
of wireless sensor network for structural health monitoring. W-TREMORS couples
the PRISM protocol with a complete software architecture responsible for network
management and data storage. Compared to other existing systems, the resulting solution has achieved higher sampling rates and reliable data delivery using inexpensive
commercial-off-the-shelf hardware.
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Maximum size of a PRISM−based WSN
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Figure 2.4: Maximum size of a IEEE 802.15.4-based star network with increasing
sampling frequency values.
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Figure 2.5: Maximum height of a IEEE 802.15.4-based multi-hop network with
increasing sampling frequency values.

CHAPTER 2. REAL-TIME STRUCTURAL MONITORING

33

A number of tests with W-TREMORS have been performed in collaboration
with the European Center for Earthquake Engineering (EUCENTRE) [94], acquiring
data from real structures on a shaking table. The legacy wired system employed by
the EUCENTRE staff has been used to investigate the effectiveness of PRISM both
in terms of reliability and predictability. Moreover, the resulting synchronization has
been evaluated against the timings accuracy bounds set by structural engineers.

2.7.1

The W-TREMORS system

Hardware Design
The W-TREMORS monitoring system consists of a number of sensor nodes and a
central device, which is responsible for network coordination and data collection. Each
sensor node acquires vibrations from the structure through a MEMS accelerometer,
and then transmits wirelessly the acquired values.
The accelerometer used to acquire vibrations in W-TREMORS is a Kistler
8330A3 [95], a single axis MEMS-based capacitive sensing element for measuring
static acceleration up to 3𝑔 or low-level, low-frequency vibrations at 2000𝐻𝑧. A
custom integrated circuit measures the mass position and provides the feedback force
to restore the mass to the center position - the raw, unfiltered output is provided as
a voltage signal.
The sensor unit needs a bipolar DC supply between ±6𝑉 and ±15𝑉 . A dedicated
circuit (Figure 2.6) is used to generate the suitable voltages from two rechargeable
9𝑉 nickel-metal hydride cells. The output of the batteries has been used both to
power directly the sensor and to generate the negative voltage using TI’s TLE2071
JFET operational amplifiers [96]. In addition, the conditioning circuit shifts the
output voltage to match the input range of the analog-to-digital converter of the
microcontroller – the ADC single-ended voltage inputs refer to 0𝑉 .

Figure 2.6: The accelerometer conditioning circuit.
The sensor nodes have been developed on the top of the Arduino Diecimila board
[97]. This board is equipped with one Atmel AVR ATMega 168 microcontroller,
which features a 8-bit processor running at 16 MHz. The microcontroller has 1024
bytes of SRAM, an EEPROM memory of 512 bytes and 15 KBytes of flash, plus 1 KB
used to store the bootloader. The ATMega 168 also contains an onboard 6-channel
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analog-to-digital converter – each channel is a 10-bit successive approximation ADC
with a resolution of 4.89 mV/bit, and it contains a sample-and-hold circuit to keep
the input voltage at a constant level during conversion. The overall computational
power provided by this architecture is sufficient to equip a WSN node [98], the
processor is very low-power demanding, and the platform is easily programmable
using C language.
The wireless interconnection between the nodes of the network relies on Digi
XBee radio modules, which embed the Freescale MC13193 chip and an external
omnidirectional antenna. This transceiver is fully IEEE 802.15.4-compliant and
operates in the 2.4 GHz band [49]. These devices do not require a networking layer
to implement communication – the chip provides a transparent serial interface for
the underlying 802.15.4 MAC transmitting at a nominal data-rate up to 115.200
Kbps.
The radio module and the main board are also enclosed in plastic box, and
attached to the accelerometer interface and the two 9𝑉 batteries. The resulting
prototype sensor node is shown in Figure 2.7.

Figure 2.7: A prototype W-TREMORS sensor node.
The coordinator of the network collects data from the various nodes, synchronizes
them and stores the acquired data. This central node is composed of two parts: a
radio interface and a mini-pc. The first part is actually a USB-to-serial converter unit
with a XBee-compatible pinout: the function of this module is to give direct access
to the radio interface through a standard serial connection. On the other side, the
mini computer is a Koala Nano PC [99] equipped with a Vortex 300MHz processor.
This device has a maximum power consumption of 6 W – the little amount of energy
needed to work makes the Nano PC a perfect choice even in battery or solar-cell
powered applications.
Software Design
Two different fully-featured software blocks have been developed: one for the WSN
nodes, and the other designed to run on the network coordinator.
PRISM has been developed as a transparent service located between MAC and
the Application layer. This way, the application running on each node continuously
collects data and puts them in a dedicated buffer. Then, values are periodically
pulled from the buffer and transmitted during the assigned time slot.
On the gateway side, dedicated program is used for both network management
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Figure 2.8: Synchronization between two W-TREMORS sensors.

and data collection. Before starting the acquisition process, the task opens the
serial port with exclusive access to the XBee radio device. Then, it queries the
network to construct a list of all the available sensor network, run the scheduling
algorithm, and broadcast the arrangement of transmissions. Finally, when the user
issues the start command, it enters the main loop acquiring data and broadcasting
the synchronization signals during the reserved time slot. The acquired values are
stored on the same system for both on-line or off-line processing.

2.7.2

Testbed Results

The prototype wireless sensor network was tested on a simple steel structure provided
by the staff of the European Centre for Earthquake Engineering. Data collected
from the accelerometers were stored on a local DBMS, and used to investigate
sampling accuracy, synchronization-related issues and reliability of the wireless
network. Preliminary experiments show that this wireless system can effectively
monitor stress-induced vibrations in built structures, meeting the requirements set
by the civil engineers at EUCENTRE.
Accuracy
Multiple nodes have been used to acquire sampling vibrations in real-time at 1 KHz
during a shaking test. In order to evaluate the accuracy of measurements, values
collected from a single node have been imported in Matlab and the spectrum has
been analyzed – the resulting frequency of 3.7 Hz provided by the wireless system
matched the actual value provided by the existing EUCENTRE wired acquisition
system. The test has been replicated using different structures with known vibrations
ranging from about 1 to 5 Hz: the spectra analysis always provided results with a
maximum absolute error of 0.07 Hz between the wireless and the wired system.
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The process was then repeated using an additional accelerometer on the same side
of the structure, and the synchronization of these two sensors was investigated. First,
an off-line experiment allowed to measure to relative drift between the hardware
clocks of the nodes. Using an oscilloscope, it emerged that the relative worst-case
drift between two devices is approximately 1.7 ppm – this means we have a 1 ms
discrepancy after 10 minutes of operation, which is accurate enough for practical
uses and can be corrected by the synchronization protocol.
On the other hand, an analysis of the basic software timer functions originally
used by the nodes highligthed an error afflicting the stability of the timestamps. The
code was then rewritten in order to use more accurate low-level timing functions,
thus achieving sufficient clock stability and accuracy. As shown in Figure 2.8,
vibrations data acquired from the two sensors exhibit thigh synchronization. During
the experiments, the average offset between the two sensors was about 0.8 ms, with
a maximum discrepancy of 2 ms obtained only in one test.
All the experiments described above have been repeated lowering the sampling
frequencies to 500 Hz, 200 Hz and 100 Hz, which correspond to significant frequencies
according to EUCENTRE’s researchers, obtaining similar results.
Reliability
The system was tested inside a building consisting of two adjacent 5 m × 3 m
rooms, each having 20 cm brick walls and both opened into a common corridor
(see Figure 2.9). One sensor node per room was placed at 1.5 m height, while the
gateway has been installed in the passageway. The number of nodes per room was
then increased to 2 and 3 – all values were obtained in real-time and, as shown in
Table 2.2, the packet-loss ratio never fall below 91.9% even with 6 wireless nodes
acquiring synchronously and delivering data at the same time.

Figure 2.9: Setup of the indoor testbed.

Table 2.2: Total packet loss percentage with varying network size.
Sampling frequency
1000 Hz
500 Hz
200 Hz
100 Hz

2 node
5.0
2.8
1.9
0.2

4 nodes
6.9
3.1
2.4
0.9

6 nodes
8.1
3.6
2.9
1.3
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Experiments also confirmed the results obtained in [100] – the positioning of
the antenna is crucial for the reliability of the wireless communication. If the node
is put next to the floor or to a wall, that is 10 cm or less, the packet loss-rate
becomes higher than 90%. On the other hand, notable differences in the reliability
of the system were not found by putting nodes at 0.5 m, 1 m or 2 m height. A
possible explanation is that the intensity of multi-path phenomena is strong enough
to corrupt the signal if the node is too close to the wall or the floor. Still, more tests
would be needed before drawing any general conclusion on this issue.
Power consumption
The consumption of a stock Squibee node is extremely high – the non-optimal design
of the Arduino board requires 30mA to operate. However, a few changes in the
design of the sensor node brought to acceptable results – disconnecting all the leds,
the unused input pins, and the USB-to-Serial chip, lowered the current consumption
of the whole sensor node to 17 mA while acquiring and 5 mA in sleep state.
Estimating the lifetime of a node is a complex task, mainly due to the nonlinear behaviour of commercially available batteries [7]. However, the lifetime of
a W-TREMORS sensor node continuously acquiring samples is about 2 days and
half when powered by a 1200 mAh battery. In addition, it is worth noting that
sampling draws more current. Hence, the consumption of a sensor node depends
also on sampling frequency – reducing sampling frequency, putting the node in sleep
state when inactive and using a more power-efficient MEMS accelerometer would
extend the system lifetime. In addition, the design of a trimmed-down, customized
version of the sensing board could eventually reduce the overall power consumption
to about 6 mA, resulting in node dying after more than one week of operation.

2.8

Conclusions

The work proposed in this chapter shows that, with respect to real-time structural
monitoring using WSNs, general-purpose and low-cost hardware can be used to
effectively monitor events in real-time with high accuracy and good reliability.
Differently from other existing real-time MAC protocols, PRISM can provide strict
guarantees on the delay of transmissions. The scheduling algorithm of PRISM allows
to easily check if any traffic and delay requirements may be satisfied with the current
size of the network. At the same time, new nodes can be added to the overlay routing
tree if all the requirements are still satisfied. The i-Game [61] protocol provides
similar features, but PRISM can be employed in multi-hop networks and with higher
data rate flows.
More tests are needed to validate the protocol for different deployment and
environmental conditions. The deterministic nature of the approach, however, should
guarantee that no major differences would appear while studying the real-time
features of the protocol. Critical issues for future researches are instead related to
the improvement of the energy efficiency of sensor nodes using an optimized sensor
board and switching off unused hardware parts. Moreover, the introduction of an
hybrid-ARQ scheme and different channel-assignment mechanisms for increasing
throughput could be also investigated.

Chapter 3

A cross-layer environmental
approach to monitoring with
WSNs
3.1

Introduction

The PRISM protocol described in the previous chapter is a viable solution for
real-time structural monitoring of structures. For example, one of its foreseeable
applications is the monitoring of the vibrations produced in a power plant when
the generators start or stop. Their switch-on instant is known, and it is possible
to determine also when one or more elements will stop, for example for periodic
maintenance or due to a reduction in the network load. In this scenario, continuous
monitoring is not required – structural engineers are not interested in the vibrations
produced during normal operation, and they need the data acquired during specific
events only.
However, this is not the case for other scenarios, such as home automation,
agricultural monitoring, and environmental preservation. In these contexts, the data
rates involved are limited, the hard real-time constraints may be relaxed, and new
samples can be acquired after minutes instead of seconds or less [3, 4]. On the other
side, such a system is supposed to acquire samples continuously during time. In
addition, compared to the scenarios considered for PRISM, typical environmental
applications are much more dynamic: nodes can enter or leave the network after the
initial deployment, and the routing algorithm should be able to survive the sudden
loss of one or more sensors.
In other words, a more efficient solution is needed for ruling both channel
access and data delivery. As far as the MAC layer is concerned, the scheduled
approaches previously described in Section 1.2 are those best suited for environmental
applications, although some preamble sampling methods might be applied too.
Obviously, the selected channel access technique should be coupled with a proper
routing layer and an efficient node activation protocol.
According to the traditional design principles of communication networks, the
protocols running at different levels in the stack are independent and interact through
static interfaces. However, the traditional layered design approach is not well suited
38

CHAPTER 3. CROSS-LAYER ENVIRONMENTAL MONITORING

39

for resource constrained systems – interoperability and modularity are achieved
at the expense of performance and efficiency. In the last years, the cross-layer
approach has emerged instead as a more efficient design solution for wireless sensor
network protocols. Looking at the big picture, cross-layering violates the reference
communication architecture integrating protocols and mechanism usually running at
different levels.
Cross-layering can be achieved by merging multiple layers into a single one,
creating new interfaces for the exchange of additional data, or establishing interdependencies between any two layers of the stack [101, 102]. For example, information
about the channel status or the received signal strength, obtained from the physical
layer, may be used at the routing layer or at the MAC level either the next hop of the
path [103] or the best coding strategy against current channel noise [104]. Similarly,
information from the lower levels could be used to identify the best transmitter for
a time slot, or to modify the duty cycle of the nodes [47]. As for other example of
cross-layering, the information on the remaining battery capacity may be used to determine routing metrics [105], while geographic-aware routing exploits the knowledge
on the position of the nodes to forward data efficiently [106]. A unified cross-layer
communication solution which merges transport, routing, MAC and physical layers
in a single protocol has been also proposed [107].
CERTO (Cross-layER proTOcol) is a cross-layer protocol for slow data reporting
in environmental applications based on a simple scheduled rendez-vous mechanism.
CERTO integrates the routing layer with the MAC mechanism in a flexible and
easily extensible way – the protocol defines a number of fixed operating phases, but
the algorithms implemented during these slots are not tied to the protocol and might
be modified.
Related work on cross-layering has concentrated mainly in developing general
schemes for efficient integration of physical, medium access control, routing, and
transport layers [108, 109]. On the other hand, only a few works have investigated
the optimization of cross-layer solutions for specific applications – examples are
underwater exploration [110], multimedia transmission [111], and wide-area surveillance [112]. As far as environmental monitoring is concerned, the number of solutions
for this type of application is limited to a very small number of works [113, 114] and
there is still room for improvements towards a more efficient system.

3.2

The CERTO Protocol

CERTO is a cross-layer protocol which integrates routing, network formation, and
synchronization functionalities with the MAC level. The protocol relies on a scheduled
rendez-vous mechanism consisting of three main phases. In the first phase, all the
nodes wake up, turn on the radio and listen the channel. When all nodes are awake,
they move to the active part of the superframe. During this second phase, the protocol
implements three periods dedicated respectively to network synchronization, network
management and routing path setup, and finally to scheduled data transmissions.
After all the acquired samples have been transmitted and no more data are expected,
nodes go again to sleep mode to save power.
This solution combines features from some existing protocols: the introduction
of a global scheduled rendez-vous has been inspired by Flexible Power Saving (FPS)
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[115], the reservation of data slots and the use of the early sleeps option when no
more data are expected come from T-MAC [37], while the use of a sleep/wakeup
scheduling plus the separation of the data and the command phases are inherited
from S-MAC [36]. To joint used of all these features allows reducing some of the issues
in environmental WSNs, namely autonomy, reliability, robustness, and flexibility
[116]. Environmental monitoring, in particular, is very demanding – harsh weather
conditions and the remoteness of the monitored areas greatly impact hardware and
software design. In these applications, periodic maintenance of the sensors is not
possible – nodes should survive the whole deployment powered by a single battery.
Similarly, the system has to account and solve connectivity problem or hardware
failures, whereas changes in the topology should be automatically detected and
managed without the need for local user intervention.

Figure 3.1: Structure of the superframe used by CERTO.

3.2.1

Structure of the CERTO Superframe

The structure of the CERTO superframe is shown in Figure 3.1.
The Wait Period
Nodes wake up during the Wait period and turn on the radio, waiting for the
reception of a synchronization message. The introduction of this initial phase is
motivated by the need to compensate clock drifts and errors occurred during a
previous synchronization phase. Hence, this slot must be long enough to guarantee
that all nodes have leaved the sleep status and are awake when the active period
starts.
The Active Period
The Active period is composed of three main phases:
• Synchronization. This phase is used to establish a network-wide synchronization among the nodes. Node synchronization in a multi-hop network based
can be achieved using different approaches, and the same solutions proposed
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for PRISM in Section 2.5 may be applied also to CERTO. Specifically, a
distributed algorithms like the Timing-sync Protocol for Sensor Networks
(TPSN) [89] might be the best choice for the hierarchical network structure
build during the network setup phase. After having synchronized its children,
each parent node broadcast a short beacon containing its identifier, the amount
of connected nodes and its distance in hops from the gateway. As described
later, the information contained in this beacon is used by new nodes when
joining the network.
• Command. The Command phase is used to deliver messages issued by the
gateway, for example to inform the nodes about a variation in the global
schedule or about a new data slot assigned to a node. Moreover, during this
phase new sensors can request to join to network, existing nodes can leave, and
changes in the routing topology can take place. The channel access is ruled by
CSMA/CA, and unsent messages are postponed to the successive cycle.
• Data. The Data phase is divided into slots, and each node is assigned a
dedicated time slot for transmitting the acquired samples. During a certain
data slot, the source node and all the intermediate nodes of the routing path
are required to be awake, while the remaining nodes of the network can turn
off the radio and save energy.
The Sleep Period
During the Sleep period, nodes enter in power-save mode until the end of the
superframe. This phase is crucial for saving energy: the longer it is, the lower the
duty cycle will be. However, during the sleep period no commands can be issued to
the network and new nodes can not enter – a trade-off is needed between system
responsiveness and power saving. In addition, since a longer sleep period implies less
frequent resynchronizations, the impact of clock drifts should be taken into account
when configuring the network.

3.2.2

Routing in CERTO

The choice of the routing mechanism for the CERTO protocol has based on a
few considerations on the functional requirements, the dynamic of the monitored
environment, and the economical and energetic constraints of the target application.
A classical taxonomy of routing protocols for WSNs divides them into three main
classes: flat-based, hierarchical-based and location-based [106]. In the last case, the
positions of the nodes are exploited to design routing paths. The distance between
neighbouring nodes and their relative location can be estimated using either a Global
Positioning System (GPS) signal or local techniques, such as those based on the
received signal strength, the angle of the received signal or the signal travel time.
However, the use of GPS signals requires a dedicated and energy-demanding receiver,
whereas the other techniques are affected by multipath noise and their accuracy is
extremely variable [117].
Similarly, flat routing protocols based on gossiping or flooding schemes [118]
have been discarded too – they waste energy and bandwidth sending multiple nonnecessary copies of data in overlapping areas, and they can introduce significant
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delays [106]. Data centric routing is a third kind of flat routing mechanism: the
gateway sends requests to certain areas of the network waiting for data from one or
more sensors located in the region of interest [119]. However, the aim of the CERTO
protocol is to monitor the environment and periodically deliver the measured values
coming from the whole network, not just a portion of it.
For this kind of monitoring applications, hierarchical routing is the best approach.
Hierarchical protocols employ two types of nodes: cluster-heads and regular sensors.
In this two-layers hierarchical architecture, the higher energy cluster node are used
to organize the transmission and process the information, while the remaining sensor
nodes perform the measurement task [106].
Routing in CERTO is therefore hierarchical, having a reservation-based scheduling, a reduced duty cycle due to periodic sleeping, global synchronization, and
mechanisms for network formation. The only features inherited from flat routing is
the use of homogeneous nodes, all having the same capacity in terms of computation,
communication, and power. Moreover, all the nodes of the routing structure can
be used both for routing data and for acquiring samples – the two tasks are not
mutually exclusive.
Once deployed on the field, nodes running the CERTO protocol are able to
organize themselves in a multi-hop routing tree topology rooted at the gateway,
similar to the structure shown in Figure 3.2. Next, using the information acquired
during the network formation steps, the nodes are able to route data towards the
gateway. In addition, the network reorganizes when a new node is added or one of
its elements fails.

Figure 3.2: Example of a hierarchical routing tree.

The connection of a new node
When a new node enters the network, it immediately synchronizes itself with the
rest of the system and chooses a parent. Then, it issues an association request and
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waits for the assigned schedule from the gateway. A detailed description of the steps
performed during this connection process follows.
1. First, a node enters the Beacon Scan phase, and listens the channel waiting
for one or more beacons issued by the parent nodes in its range.
2. Then, the node wishing to enter chooses its parent according to the information
contained in the received beacon.
The basic rule adopted by the protocol is to choose the node with the least
number of associated children. However, if one the potential parents has more
children but is also at an higher level in the routing path, it is elected as the new
candidate parent. The adoption of this simple heuristic increases fairness and aims
at building a balanced routing tree, but more complex algorithm for generating the
spanning-tree could be implemented here without loss of generality.
3. Once the node has identified the potential parent, it goes back to sleep waiting
for the next wake-up cycle – the remaining time is calculated from the value
previously indicated in the beacon. At the end of the sleep period, the node
wakes up and waits for a random backoff delay before sending the join request
to the chosen parent node 𝑃 .
The random backoff interval has been introduced to reduce the probability of
collisions among multiple nodes in the same range. The join request received by the
parent contains the physical unique identifier of the new node, the ID of the chosen
parent 𝑃 and the temporary ID of the child.
4. If the receiver node can not accept the request for some reason, it discards
the request. Otherwise, it forwards the request to its parent node (the reason
for ignoring the request could be that the packet has been corrupted, or the
parent has already reached either the maximum number of allowed children
𝑊 or the maximum hops distance 𝐻 from the gateway).
5. In its turn, this node buffers the IDs of both the candidate parent 𝑃 and the
previous hop in the routing path. Then, it forwards the request to the next
hop towards the gateway. The buffered information will be used later by the
intermediate nodes to forward back the association reply. This step is repeated
by the various nodes of the path, until the message reaches the gateway.
6. Once the message is received by the gateway, the scheduling algorithm running
on it assigns a new ID to the requesting node.
7. Then, the new identifier assigned to the requesting node, together with its
physical unique identifier and the ID of its parent 𝑃 , are sent back along the
path towards 𝑃 .
8. When 𝑃 receives the answer of the gateway, it broadcasts the message to all
its listener.
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9. The actual destination receives this message, recognizes itself as the recipient
from the unique identifier included into the message, and so acquires the new
ID assigned by the gateway.
10. Finally, the new node waits for the successive superframe cycle to synchronize
itself with the parent node and to begin transmitting samples.
If the request message or the answer get lost and a reply is not received within
a certain timeout, the joining node issues again the request. If no reply is received
after 𝑛 consecutive attempts, the node moves to the next candidate in the list of the
potential father nodes. In addition, random backoffs of one or more cycles can be
optionally activated by the child to separate two retransmissions of the join request.
Delivery of Data and Commands
During the Data phase, each node acquires samples during the assigned time slot
and then transmits the data packet to its parent. In turn, the parent node forwards
the packet to its parent. The process is repeated along the path, until the message
is finally delivered to the gateway. During each time slot, the nodes involved in the
forwarding path must be awake, whereas the other nodes can turn off the radio and
save energy during this interval.
Within the Command phase, the exchange of messages can be local or global,
and packets can travel both to and from the gateway. The delivery of a request
from a node to the gateway does not differ significantly from the data transmission
process described above. All the nodes which hear the message discard the message
if they are not part of the path, while the next hop towards the gateway stores
and forwards the packet. Similarly, a packet sent by the gateway to a specific node
is forwarded only by the nodes along the path and discarded by the others. The
forwarding mechanism is a destination based one, with the intermediate nodes which
choose the next hop using the information buffered during the network formation
steps. Finally, if a message is broadcast only locally, it is received and processed by
the neighbor nodes but it is not forwarded.
Node failure or exit
During normal operation, temporary failures of links may happen, for example due
to a sudden loss of connectivity produced by moving obstacle passing between two
nodes, fading effects, or noise introduced by external electronic devices. Since the
link is supposed to be restored quickly, there is no reason to modify the routing path
– children can ignore the problem and reschedule transmissions in the successive
periods.
However, if the link remains down for more than 𝑛 consecutive cycles, the children
can safely assume that the failure has become permanent, for example because the
environment has changed or the parent node died. In this case, each child disconnects
from the unreachable parent and looks for a new parent, repeating the connection
process described in the previous section. After the node has found a new parent, the
intermediate elements of the path is notified of the change in the routing structure.
Moreover, they remain awake all the time during the first active phase – observing
the passing packets, they learn the IDs and the transmission slots of the new nodes.
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It is also possible that a node knows when it is going to die, namely because
of the low battery level. If this is the case, it can inform its neighbors about its
status, broadcasting a specific message during the Command phase. At this point,
the recipients will be able to disconnect immediately from the dying node and look
for new fathers as soon as possible.

3.3

Configuration of CERTO

The performance of the CERTO protocol depends on the parameters set by the user
while configuring the network, namely the three-topology thresholds, the maximum
amount of reconnection attempts, or the duration of the various superframe phases.
However, there are a number of aspects which need to be considered, and different
options may be selected depending on the number and the density of sensor nodes, the
desired network coverage, the characteristics of the environment, and the constraints
on the energy budget of the nodes.

3.3.1

Tree-topology thresholds

As mentioned in the previous section, the size of the routing tree created by CERTO
is bounded by two thresholds: a first value 𝐻 bounds the maximum number of
children per parent, while a second parameters 𝑊 limits the height of the tree.
Increasing the maximum height 𝐻 of the tree means that the information can be
delivered over more hops, allowing the system to cover longer distances. On the other
side, an increased number of hops implies larger delays in the propagation of messages
and data. On the contrary, a wider network reduces delays but requires shorter
distances among nodes or higher transmission powers. In addition, the more the
children per node are, the higher will be the traffic load and the power consumption
of the nodes in the upper levels of the tree.
In addition, the thresholds must not be too strict – otherwise, some sensors could
not join the network if all the neighbour nodes have already reached their children
maximum amount.

3.3.2

Reconnection attempts

The value 𝑛 is used by the routing functions to manage possible communication
errors, for example when a parent can not accept requests to join from a new sensor
or when it dies and is not reachable anymore. If these cases, if beacons are not
received after 𝑛 consecutive cycles, the child chooses another parent node. A small
value of 𝑛 means that the network will react faster in case of a permanent node
failure. On the other hand, this could also bring to frequent changes or instability in
the routing paths in presence of unreliable links subject to temporary failures.

3.3.3

Superframe duration

The duration of the superframe is not fixed, and depends on the length of its various
phases. Similarly, the duration of each of the phases is related to a number of factors,
among which the network size, the accuracy of hardware clocks and the desired
lifetime stand out.
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Wait phase duration
The Wait phase is used to compensate clock drifts and other inaccuracies in the
alignment among the clocks of the sensor nodes. Given the maximum absolute error
𝜖 of the synchronization mechanism and the drift Δ of the physical clocks mounted
on the sensor boards, the maximum clock error for a node is:
𝜖 + Δ · 𝑇𝑠𝑢𝑝𝑒𝑟𝑓 𝑟𝑎𝑚𝑒

(3.1)

In the worst case, the discrepancy between the slowest and the fastest clocks will
be twice the absolute error defined in Equation 3.1. Hence, this means that also the
minimum duration of the Wait phase should be:
𝑇𝑤𝑎𝑖𝑡 = 2(𝜖 + Δ · 𝑇𝑠𝑢𝑝𝑒𝑟𝑓 𝑟𝑎𝑚𝑒 )

(3.2)

This minimum value can guarantee that all nodes will be awake when the
active period starts. Longer slots might be used for increasing the reliability of
the mechanism, but at the cost of an increased energy consumption – once awake,
the nodes turn on the radio and overhear the channel all the time, waiting for the
synchronization signal.
Synchronization phase duration
The length of the synchronization phase is strictly related to the network size and
the implemented synchronization mechanism. If a single reference signal is broadcast
from the root node, its duration plus the processing time is the minimum length of
the phase. If a different protocol is used instead, this value changes as well.
For example, the TPSN protocol performs synchronization in rounds along the
tree – each round is initiated by the parent node, which aligns each of its children
through round-trip measurements. In this case, given the duration 𝑇𝑆 of a single
child-parent measurement, the worst-case duration 𝑇𝑠𝑦𝑛𝑐ℎ of the synchronization
process for the whole network depends on the height 𝐻 and width 𝑊 of the routing
tree:
𝑇𝑠𝑦𝑛𝑐ℎ = 𝑇𝑆 · 𝐻𝑚𝑎𝑥 · 𝑊𝑚𝑎𝑥

(3.3)

Command phase length
The duration of this phase is related the network management activities. Ideally, it
should last enough to guarantee that all configurations and routing commands are
exchanged successfully – if the interval is too short, an important message may be
delayed or could even starve in the output queue. However, since all the nodes must
listen the channel during this phase, longer periods increase energy consumption as
well.
Data phase size
The part of the superframe devoted to the transmissions of samples consists of at
least 𝑋 equally sized time slots, where 𝑋 is the number of active sensor nodes in
the network:
𝑇𝑑𝑎𝑡𝑎 = 𝑋 · 𝑇𝑠𝑙𝑜𝑡
(3.4)
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Moreover, each slot must be large enough to guarantee that even the farthest node
of the network can deliver samples in time. Hence, given the time 𝑇𝑎𝑐𝑞 taken by a
node to acquire sample and the one hop propagation time 𝑇𝑝𝑟𝑜𝑝 , the total duration
of the Data phase can be calculated as:
𝑇𝑑𝑎𝑡𝑎 = 𝑋 · 𝑇𝑠𝑙𝑜𝑡 = 𝑋 · (𝑇𝑎𝑐𝑞 + 𝐻𝑚𝑎𝑥 · 𝑇𝑝𝑟𝑜𝑝 )

(3.5)

Sleep and duty cycle
Energy saving in this network is achieved by putting the sensor nodes in sleep mode
as much as possible. While the length of the active part of the frame is more or less
fixed, the duration 𝑇𝑠𝑙𝑒𝑒𝑝 of the sleep phase can be adjusted to match the desired
efficiency. As shown in Equation 3.6, the duty cycle 𝛿 will decrease with a longer
sleep phase:
𝑇𝑠𝑙𝑒𝑒𝑝
𝑇𝑠𝑙𝑒𝑒𝑝
𝛿=
=
(3.6)
𝑇𝑠𝑢𝑝𝑒𝑟𝑓 𝑟𝑎𝑚𝑒
𝑇𝑎𝑐𝑡𝑖𝑣𝑒 + 𝑇𝑠𝑙𝑒𝑒𝑝
However, each node transmits data once in every cycle – the delay between two
consecutive packets from the same sensor is therefore 𝑇𝑠𝑢𝑝𝑒𝑟𝑓 𝑟𝑎𝑚𝑒 .
This means that an increased duration of sleep phase can improve the energy
efficiency and the lifetime of the sensor network but, at the same time, can limit the
timeliness and responsiveness of the system.

3.4

Experimental evaluation

The CERTO protocol has been implemented with the purpose of evaluating its
suitability for low-power and memory constrained sensor node. Then, this prototype
implementation of the CERTO stack has been compiled and run in a simple network
of Libelium’s SquidBee devices [98]. Squibee is a wireless sensing platform based on
the Atmel ATMega168 microcontroller, an 8-bit processor running at 16 MHz and
featuring 1024 bytes of SRAM, an EEPROM memory of 512 bytes, and 15 KBytes
of programmable flash plus 1 KB used to store the bootloader. The wireless part of
this development platform is powered by an IEEE 802.15.4-compliant MaxStream
XBee radio module [120].
A working implementation of CERTO written in C language fits in 325 lines of
source code, coupled with a library of about 1200 lines containing basic input/output
and wireless communication functions. This resulted also in an executable with a
limited footprint: the binary version of stack produced by the gcc-avr cross-compiler
for the ATMega168 processor requires just 8 Kbytes of ROM.
A number of experiments have been carried out both in indoor and outdoor scenarios in order to find an adequate configuration for the various network parameters.
Similarly, an investigation of the main challenges related to radio signal propagation
has suggested some node placement strategies for increasing the reliability of the
wireless links. Using the results obtained from these tests, a small network was finally
configured, deployed, and used to collected environmental parameters for hours.
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Table 3.1: Forwarding time with different hop distances.
Distance
1 hop
2 hops
3 hops
4 hops

3.4.1

Time (𝑠)
49.8 ± 9.3
153.3 ± 16.0
257.0 ± 17.7
360.0 ± 19.2

Network configuration parameters

A preliminary evaluation of the working protocol was made in a controlled laboratory
environment, using four Squidbee devices. The network was a static one, and the
nodes were forced to self-organize in a star topology. The system ran successfully for
three hours, delivering samples periodically without losing any packets.
The test was repeated configuring the network in a line topology with the gateway
as the first node, as shown in Figure 3.3. The protocol proved to be reliable, delivering
all the packets in this multi-hop configuration. Moreover, this experiment provided
useful information for determining the correct configuration values of the CERTO
parameters described in the previous section

Figure 3.3: Example of line topology.
During this last test, the gateway collected also the time taken by each node
to deliver the packets during the assigned slot. The average values obtained from
the testbed are shown in Table 3.1. The generation of a packet and its transmission
took about 50 𝑚𝑠 on the source node, whereas each intermediate node introduced
an additional delay of about 100 𝑚𝑠 for processing the packet and forwarding it to
the next hop of the path towards the gateway. These values are useful to determine
the minimum duration of the data slots, given the maximum depth in hops of the
routing tree.
According to the experimental values obtained from the controlled testbed, this
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would allow to assign time slots of 0.5 𝑠 to each node. Similarly, the synchronization
protocol implemented on the nodes requires about 500 ms per hop, and the process
provides a clock alignment with a maximum error of 2 𝑚𝑠. However, the tests
revealed that the radio module can take up to 300-400 𝑚𝑠 to completely wake up
and get ready to receive or transmit packets. For this reason, the minimum duration
of the Wait phase must be at least 500 𝑚𝑠. Finally, the duration of the Command
phase depends on the estimated average amount of topology changes, requests to
join by new nodes or configuration command issued by users: a slot length of about
4 𝑠 can guarantee the correct delivery of 4-5 messages. This value might be sufficient
for static networks of tens of nodes, while a wider network would require a longer
Command phase.
These values, together with the network size, can be used to estimate the lifespan
of the whole network. For example, let’s consider 20 nodes deployed on the field and
organized on a routing tree of 4 hops. According to the experimental values obtained
from the controlled testbed, this would allow to assign time slots of 0.5 𝑠 to each
node, for a total of a 10 𝑠 superframe data transmission slot. Adding other 0.5 𝑠 for
the wait phase, 2 𝑠 for the synchronization mechanism and a command period of 4 𝑠,
we get an active part of the superframe lasting for 16.5 𝑠. If the network is supposed
to acquire and send data every 5 minutes, the resulting duty cycle is 0.055%. As
noted in Section 2.7, the maximum lifetime of an optimized Squidbee node in active
state is about 10 days - therefore, the achievable lifespan of this network can be
estimated in 180 days, that is 6 months of operation.

3.4.2

Nodes placement strategies

Radio propagation is a key element for the success of an environmental wireless
sensor network, and node placement is a crucial task for achieving an adequate
coverage and quality of links. In this context, the height of a node over the terrain, as
well as environmental factors may influence the reliability of the wireless connections
and the maximum allowable distance.
In order to identify sensor placement strategies to increase the reliability of
wireless links, a number of experiments have been carried out in four different
environments. The first considered scenario is an indoor one, that is the Department
of Electronics of the University of Pavia. It can be considered as an harsh environment
due to the presence of walls, long passageways, a 4 𝑚 ceiling, active WiFi access
points, and a lot of moving obstacles (people). Other tests have been carried out
outdoor in the University campus, characterized by grass fields, concrete pavements,
sparse trees, and again walking people crossing the scene. The same experiments have
been then repeated in a crop field, with two nodes in line of sight and without notable
obstacles in the surrounding environment. Finally, the last considered scenario is a
small woodland in the Vernavola city park, just outside the town of Pavia.
In all the scenarios described above, the sender and the receiver nodes were put in
line of sight 25 meters far from each other – this can be considered a realistic distance
for wide-scale environmental application. The nodes were deployed randomly in four
different positions in each scenario, and for each configuration 100 packets were
transmitted from the source device to the recipient sensor node. A first batch of
tests was performed putting the two nodes at ground level, but all the experiments
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Table 3.2: Worst-case packet loss with varying heights of the node.
Indoor
Outdoor (crop)
Outdoor (campus)
Woodland

Ground level
100%
100%
100%
100%

1.5 𝑚
5.1%
3.3%
6%
7.1%

Table 3.3: Maximum achievable distance in different scenarios with a packet delivery
ratio greater or equal than 90%.
Scenario
Indoor
Outdoor (crop)
Outdoor (campus)
Woodland

Maximum distance (𝑚)
60
150
118
74

have been then repeated putting the antennas at 1.5 𝑚 height.
Table 3.2 shows the worst-case values obtained from each of the four scenarios,
that is the results from the tests with the highest packet loss associated. Although
these results are not sufficient to draw any general conclusions, they seem to confirm
that the height of the antenna is a crucial factor for minimizing path loss in
environmental monitoring applications, as suggested also in [100, 121]. Specifically,
the 2.4 GHz wireless link is not usable when the nodes are put on the ground, while
an height above 1 meter can guarantee a reliable link in almost all line-of-sight
scenarios.
A second test has investigated instead the maximum achievable distance between
two radio nodes in these four scenarios. In each specific environment, the sender has
been put in a fixed position and the receiver has been moved far from it until the
average packet loss ratio remained below 10%. Likewise the previous experiments,
the test has been repeated with four random position for each scenario. Both the
nodes were put at about 2 𝑚 height.
The worst-case maximum distances for each scenario are shown in Table 3.3. As
expected, the maximum distance is limited in harsh environments, while more than
100 𝑚 can be covered by the wireless signal in open space. However, it is worth
noting that these values might be considered as an upper bound, useful only for
preliminary analysis. In reality, much shorter distance should be used in order to
guarantee an acceptable reliability of the links.
In addition, the tests within the woodland showed that the presence of dense
foliage may cause sizable changes in the connectivity among the nodes; this can
result in unreliable links and frequent topology changes. Hence, seasonal changes
should be taken into account while deploying nodes in an outdoor environment [121].

3.4.3

Network deployment

As a final test, 4 sensor nodes were deployed indoor within the Department of
Electronics of the University of Pavia. The network parameters were configured
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Table 3.4: Results obtained from the final indoor testbed.
Node
Node
Node
Node

1
2
3
4

Avg. delivery ratio
100%
99.7%
100%
93.4%

Lifetime
16h 30m
21h 20m
21h 45m
16h 30m

according to the values presented above, and the nodes were required to acquire
and transmit temperature and humidity samples every 1 minute. All the devices
were powered by 9V batteries having a nominal capacity of 150 𝑚𝐴ℎ. The nodes
self-organized in a tree topology like the one shown in Figure 3.4.

1
3

2
4

Figure 3.4: Topology of the final testbed.
After about 16 hours and half of operations, the node n°1 died – as a result, the
node n°4 was disconnected too, since it was too far from the other two nodes and
the gateway. The other two nodes reconfigured themselves and connected directly
to the gateway, continuing to deliver sample for about 5 additional hours. We also
calculated the average ratio of successfully delivered packets over the first 10 hours
of operation. As shown in Table 3.4, the packet loss associated to the farthest node
is about 7% while the other nodes successfully delivered almost all the packets.

3.5

Conclusions

The preliminary results obtained from the laboratory testbed confirm that a crosslayer approach, like the one adopted in CERTO, can provide significant benefits in
terms of efficiency and memory footprint.
The mechanisms adopted for network formation and time slots assignment have
been kept as simple as possible. Nonetheless, the protocol is flexible and robust.
Moreover, some solutions currently used might be improved, and this without
affecting the functionality of the system. For example, the choice of the parent node
is currently based on a few simple considerations, but different heuristics might
include also the remaining battery of the nodes to improve the energy efficiency of
the routing tree.
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A second test outdoor in an open field, showed that burst of packets are lost if
the distance among two connected nodes is higher than 50-60 meters. The reasons
for this unwanted behaviour are the changes in the network topology caused by
the instability of low-power wireless links over long distances. This advocates for
the implementation of a more complex heuristic for the organization of the routing
paths, including for example information coming from the physical layer. The use
of the Received Signal Strength Index or the Link Quality Indicator obtained from
radio module could provide additional criteria for the choice of the best parent node.
Further investigations might concentrate also on the duration of the various
phases of the CERTO superframe, which currently need to be set empirically by the
user. A theoretical analysis of the clock drifts, the synchronization errors and the
processing times could provide optimal values for these intervals.
Finally, the responsiveness of the system is related to the sampling frequency
used to monitor the process – messages can not be delivered to the network during
the sleep phase. A possible improvement would be the introduction of one or more
short wake-ups during the inactive phase, useful for re-synchronizing nodes and
issuing commands with reduced delays.

Chapter 4

A RESTful Interface for WSNs
4.1

Introduction

Any sensor networks implementing the MAC protocols described in the previous
chapters, as well as most of wireless monitoring systems proposed in literature, include
one or more gateway nodes. Data acquired by the various sensors are transmitted to
this central node, and are used to acquire information about the network from the
outside.
As described in Section 1.3, the REST approach has recently emerged as a viable
and efficient solution for interfacing a sensor network to the external world. The main
strength of a RESTful approach is the usage of standard technologies and protocols,
which simplify the interconnection to the Internet. For example, the network can be
easily queried with standard HTTP requests. This approach considerably reduces
the complexity of the communication protocols involved, increasing at the same time
the responsiveness of the system and reducing the channel demand [77, 78].
This chapter tries to take a step further compared to past works by proposing a
modular RESTful architecture that can be easily adapted for different applications
with only small changes. Access to each and every data source — which maps to a
single sensor node — is enabled by a RESTful interface over the HTTP protocol.
The communication exploits the standard HTTP methods GET, POST, PUT and
DELETE, and the access to specific resources is mapped over a URL. As this
RESTful interface has not been standardized, this work tries to put down a set of
general purpose rules which could help in defining it in a general and rigorous way.
There is a need for an open collection infrastructure for WSNs to ease data collection and analysis of measures gathered from real-world deployments of monitoring
applications. The openness should be both structural and material: on one side, an
open database schemas simplify the efforts needed to share information. On the
other side, the adoption of an infrastructure based on open-source software makes
easier for everyone to study, use and improve it.
With the aim of providing a reference implementation for further development,
also a fully open RESTful Environmental DataBase (REnvDB) was implemented,
able to mashup the information coming from the sensors. The result is a flexible and
Published as: E. Goldoni, A. Savioli, F. De Stefani, D. Silvestri, F. Toffalini, and P. Gamba,
“REnvDB, A RESTful Database for Pervasive Environmental Wireless Sensor Networks,” In Proc.
of IEEE ICDCS Workshops, pp. 206–212, 21–25 June 2010, Genova, Italy.
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extensible system which can be implemented in many monitoring applications. In
fact, the behaviour and the content of the replies are not fixed, and can be defined
in order to meet the requirements of a specific context. In the following section, a
methodology to couple this RESTful architecture with the PRISM protocol (see
Chapter 2), to assist in real-time monitoring of structures and buildings, is shown.

4.2

REST for Environmental Monitoring

As noted in Chapter 1, environmental WSNs usually consist of tens or hundreds
of nodes distributed in crops, fields, or forests. This system may be used either
for monitoring the long-term evolution of slowly varying parameters, such as light,
temperature, and humidity, or for raising alarms in case of critical events, like
fire, landlides or floods. The collected data need to be stored and made available
to external experts (which could be humans or automatic systems), potentially
geographically far from the WSN. The main obstacle to this goal is therefore the
design of an efficient, flexible, and standard infrastructure able to interconnect all
the components of the system.
Once the gateway has received the environmental values from the various sensors,
it needs to save them somewhere. A widely accepted solution is the storage of the
acquired data in a database management system. However, past works on this topic
lack a systematical organization of the collected data in a well-documented database
schema. This impairs advanced data handling and the re-usability of the system for
similar application.
To overcome these limitations, in the following section the constraints and
requirements of typical environmental applications are identified and analyzed.
These requirements are then used as the ground work for the design of a common
database schema for data collection in environmental WSNs. This database is flexible
enough so that it can be implemented in most of pervasive WSN for environmental
monitoring. Finally, a RESTful interface [122] is adapted to the database, so that
the status and the values of parameters of the network can be easily retrieved with
standard HTTP queries.
The outcome of this design work is a RESTful interface which is able to expose
different types of WSNs to an external TCP/IP network, such as the Internet.
Specifically, the sensor nodes transmit the acquired data to the gateway, which
stores them into the database. Using REST instructions, the users can then submit
arbitrary requests to the web server — and in turn to the database — to obtain
the desired information about the monitored area. The returned values are finally
combined with mapping information and the resulting mashup is displayed through
a simple web application.
Although this architecture is fully hardware and software agnostic, in Section 4.2.3
a sample implementation based on open source software and low-cost hardware is
described – a working implementation of the REST-enabled monitoring system that
has been deployed in a real world agricultural scenario.
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The Environmental Database

The first key element of the interface discussed in this chapter is the relational
database underlying the whole monitoring system. This solution is a standard and
easily-accessible way to store data which guarantees atomicity, consistency, isolation,
durability and concurrency. The extraction of data from a relational DMBS is also
simplified by the existence of the Structured Query Language (SQL) and, most
of the time, bindings for many programming languages. The database has been
designed from scratch using an Entity-relationship (ER) model to represent the
features and requirements of the environmental applications. As already mentioned
before, the aim is to obtain a general purpose system for many different kind of
sensor networks. Hence, a general description of the similarities of the various known
WSNs is provided in the following paragraphs.
In the conceptual schema proposed here there are two main entities: the node
and the sensors installed on the node. Each node entity can be associated to one and
only one network, and it is identified by its unique identifier, for example the MAC
address of the device’s radio module. The nodes can be equipped with many different
sensor entities, each of a certain model, and a specific port of the microcontroller is
associated to every physical sensor. Each sensor performs periodic measurements
within a fixed time frame, and for every measurement it sends to the gateway a packet
containing the sensor identifier, the timestamp (date and time), and the measured
value, that is the detection. Another entity of the database is represented by the
users who are responsible for monitor the environment: every user is associated to a
user id that references his name, contact details and other relevant information.
With this structure, the system should allow to divide the monitored spatial
domain in an arbitrary number of areas, and also to define one or more alarm
thresholds for the variables that are monitored for each area. The aim of this feature
is to quickly alert any subscribed users when a specific parameter of a certain area
falls outside threshold levels, so that the appropriate actions can be timely taken.
A streamlined schema of the resulting Entity-Relationship model is given in
Figure 4.1. Similar efforts have been carried out also in the past: common schemas
for environmental WSNs have been outlined in [123, 124, 125]. However, all these
databases lack generality: the schemas either have been designed around a specific
monitoring application or they are tied to the hardware platform used to develop
the sensor network. The concepts of alarm thresholds and areas of interest are also
missing in past database models.

4.2.2

The RESTful interface

The second part of the system described in this chapter is a fully-featured RESTful
interface running on the top of the database, hereafter called REnvDB (REST for an
Environmental DataBase). REnvDB consists of a number of modules which interact
to receive, process and reply to well-formatted queries coming from the outside. To
better explain the organization of the modules implemented and their interactions,
an outline is presented in Figure 4.2.
The first module of REnvDB is the Rest Abstraction Layer (RAL). This component connects the web server to the REST Core, where the REST interface is
actually implemented. RAL relies on a data structure called REST_REQUEST to
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Figure 4.1: Simplified REnvDB ER-model schema.

Figure 4.2: Outline of the structure of the REnvDB modules.
manage all the appropriate fields of a request. In this particular structure, the URLs
associated to the REST requests are coupled with the unit of measurement of the
requested data and any other additional field included into the specific query.
The REST Core module is the heart of the application. Its function is to translate
the REST_REQUESTs into queries — which are afterwards interpreted by the
database manager — and to receive the associated responses. In this module three
methods have been implemented: one for the initialization, one for the destruction
and one for the computation of the requests. When a request comes, the REST Core
initializes the request, and then converts the message contained in the URL into
an array of characters; the array is then interpreted by the RULES Module. This
module translates REST_REQUEST in a structured query that will be sent to the
database.
The string containing the URL is thus analyzed and the path is split into its
segments, each segment defined as the sequence of characters included between two
consecutive “ / ” (slash) symbols [126]. The sequence of these segments is used to
extract the associated set of queries. If the URL does not match any known segments
path in the rules file, an error message is reported to the user. Otherwise, the query
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Figure 4.3: An example of well-formed URL schema.
part of the URL is analyzed. This section is the last part of the URL, separated by
a question mark – it contains additional information structured as a sequence of
<key>=<value> pairs separated by a “&” symbol. The first parameter in a RenvDB
request is the action type, which could be one of Read, Create, Update or Delete. The
other values included in the request are extracted from the original string by the
REST_REQUEST module, and they can be passed either directly within the URL
(with HEAD or GET methods) or in the body of POST or UPDATE requests [127].
For example, the URL which should be used to retrieve or store information
about the users of the sensor network is given in Figure 4.3. The requested resource
is user, followed by one or more query parameters – the kind of requested action and
additional optional values. If no other parameters are specified, a list of the users
is returned. Otherwise, the name passed through the URL as a parameter is used
to select the information only for the specified user. Similarly, the same user can
be removed from the database if the action specified in the URL is ‘delete’ in place
of ‘read’. The translation of URLs into proper database SQL queries is defined by
an XML (eXtensible Markup Language) file. The portion of this file used to parse
the requests about the users is shown in Figure 4.4 – changing the rules file will
result in a different behaviour of the whole system. Therefore, the responses and the
way URLs are parsed can be easily extended or modified according to the specific
context just from the XML rules file.
To interface the higher level of the application and the physical database, an
intermediate DataBase layer is needed. This component interfaces the core of the
REST application to the DBMS. It receives the queries from the REST core, interprets
the requests and then collects the results in a dedicated data structure. Subsequently,
this structure will be passed to higher levels for proper data processing.
All the outputs of REnvDB are formatted in an XML fashion to allow standard
and easily machine-readable data exchange between different applications which
query the database. To this aim, an output XML Module has been created – it
receives data provided from the REST Core and arranges them into the XML file
returned to the remote client.
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<? xml v e r s i o n e=" 1 . 0 " e n c o d i n g="UTF−8" ?>
< r u l e s>
< !−− h t t p : // example . com/ u s e r /? a c t i o n = . . . −−>
<e l e m e n t>
<u s e r>
<a c t i o n>
<r e a d>
SELECT ∗ FROM u s e r ;
</ r e a d>
<c r e a t e>
INSERT INTO u s e r ( id_user , name , surname , e m a i l , password , u s e r _ t y p e )
VALUES ( " [ i d _ u s e r ] " , " [ name ] " , " [ surname ] " , " [ e m a i l ] " ,
" [ password ] " , " [ u s e r _ t y p e ] " ) ;
</ c r e a t e>
</ a c t i o n>
< !−− h t t p : // example . com/ u s e r /UserName/? a c t i o n = . . . −−>
<e l e m e n t>
<v a l> < !−− UserName i s s t o r e d i n ’ [ 0 ] ’ −−>
<a c t i o n>
<r e a d>
SELECT ∗ FROM u s e r WHERE i d _ u s e r=" [ 0 ] "
</ r e a d>
<update>
UPDATE u s e r SET name=" [ name ] " , surname=" [ surname ] " , e m a i l=" [ e m a i l ] " ,
password=" [ password ] " , u s e r _ t y p e=" [ u s e r _ t y p e ] " WHERE
i d _ u s e r=" [ 0 ] " ;
</ update>
<d e l e t e>
DELETE FROM u s e r WHERE i d _ u s e r=" [ 0 ] " ;
</ d e l e t e>
</ query>
</ v a l>
</ e l e m e n t>
</ e l e m e n t>
<node>
...

Figure 4.4: Examples of rules for parsing the REST requests.

4.2.3

The integration with CERTO protocol

The prototype system previously described in Chapter 3 has been extended in order
to integrate the REnvDB architecture with the CERTO protocol.
The main task running on the gateway has been modified, so that the acquired
values are stored in a local database. The DataBase Management System (DBMS)
used in this project is SQLite [128], a public domain lightweight database manager
that can be easily interfaced to C language. Due to the small memory requirements
of this DBMS, it is possible to use as gateway a computer with small computational
power and low power consumption. This is a serious advantage, since the gateway is
usually placed near the WSN, often off-grid and powered by battery or solar cells.
The storage memory of the gateway, which is actually a Koala Nano PC, can be
expanded with a Compact Flash card. Moreover, the computational power of this
device is adequately sized to run both the Web server and an instance of the database.
Hence, both the REST database and the web server have been implemented on it.
In this way, less hardware devices are used, resulting also in a more compact and
cheaper system.
After the design and development phases, seven sensor nodes have been deployed
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in a vineyard to monitor ground humidity, air temperature and light. The nodes
are enclosed in a sealed plastic box but the sensors, which lay outside to perform
environmental measures. The sensors used for the measurements are the temperature
sensor LM35 [129], the humidity sensor 808H5V5 [130] and a simple 10 KΩ Light
Dependent Resistor (LDR) [131].
For the purposes of the target application, the humidity sensors had to be
deployed near the plant’s roots in the ground and the temperature sensors 2 𝑚 high
over the leaves with the light intensity sensors. The SquidBee box was fixed at the
top of the pole, in order to have the antenna at a sufficient height without using
expensive and loss-prone extension cables. The sensor node was powered through a
standard PP3 Li-Ion 9𝑉 rechargeable battery.
Once programmed, the gateway was deployed near the field within a sealed
aluminum box, and powered by a sealed Lead-Acid 6𝑉 -12𝐴ℎ rechargeable battery.
The connection to the Internet was granted by a dual GPRS-WiFi connection. As
well as the sensor nodes, the antenna of the sink was installed at the top of a pole.
The heatsink of the Nano PC was fixed to the metallic protection box to provide
sufficient cooling.

Figure 4.5: Screenshot of the Web User Interface for sensor monitoring.
A laptop and a web browser were used to access the network user interface and
check the correct functioning of the whole system. A screenshot of this interface
is shown in Figure 4.5. This interface interacts with the gateway sending REST
requests for the desired data; then, it waits for the responses, which are shown in the
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interface as soon as they are available. The web interface has been written in PHP
language and relies on the Dojo Javascript toolkit [132] for the dynamic generation
and update of maps, graphs, and table elements. The web application runs on a
lighttpd web server [133] installation accessible from the local network.
Through the main tab of the user interface it is possible to have a visual
representation of the status of every node on a satellite view of the area. It is also
possible to read temperature, humidity and light intensity values in a table, and view
the trend of these parameters on the past 24 hours, their maximum and minimum
values. In the other tabs, it is possible to manage the alarms of every area, perform
historical data analysis and view the health state of every node of the sensor network.
The user can set the maximum and minimum threshold for each of the monitored
parameters, and an alarm is triggered when they go out-of-range.
Finally, the system is able to get data from the database with a variable time
interval, and the extracted information can be displayed directly in the browser
windows or downloaded for further processing as a CSV or EEML-formatted [134]
file.

4.2.4

Preliminary Results and Lessons Learned

The first performed test had the goal of finding the maximum distance that the radios
could cover. The aim was to monitor the widest possible area with the minimum
number of nodes. To maximize the radio performances, the XBee transceivers were
equipped with omni-directional antennas, replacing the on-chip ones. For the first
attempt, the sensor node antennas were deployed at the ground level, but the
maximum distance covered was less then 10 𝑚. The antennas were then placed on a
pole, so that the radio link could cover up to 150 𝑚 with a packet loss of less than
5%.
Once deployed on the field, the system ran for one day, acquiring data from the
seven sensor nodes every 5 minutes. The final size of the database dump was about
500 KByte, which means about 200 Byte per stored measurement. The responsiveness
of the web interface did not exhibit any notable delay or slow down during the whole
test, and it was also possible to see updated sensed values in real-time on the map.
However, it is worth noticing that most of database queries were read-only SELECT
– increasing the number of nodes, the sampling frequency and even the amount of
concurrent users could significantly impact the performance of the whole system.
This issue can be easily avoided using a more powerful computer as gateway, or a
more efficient database management system. Such a change would probably imply an
increased power consumption, but it would not require any change on the remaining
components of the sensor network.
A possible obstacle to the adoption of the proposed infrastructure is the lack of
interoperability between different WSNs – each network tends to use a different and
incompatible protocol from the others, impeding communication and data sharing.
To overcome this problem, the central gateway must be able to interact with every
WSN, acting as a translation layer by relaying data and commands between the
WSN and the higher layers. This is done by equipping the gateway with one sink for
every different type of WSN, thus allowing to link the sensor network to the database.
For example, the gateway could be equipped with an IP router, to interface with an
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IP based sensor network, or with a network-specific data proxy, to interface with
proprietary WSNs.

4.3

REST for Structural Monitoring

Thanks to its modular design, the same RESTful architecture can be reused in
different contexts, from home automation to structural monitoring, with minimum
variations. Different applications monitor different parameters and have different
requirements, so the schema of the database will have to be different as well. To
adapt the SQL queries to the new database structure, the rules file must be changed
accordingly. At the same time, the file must be also updated to reflect the HTTP
requests which could be issued in the new context. Hence, the rules file is the core of
the system – it defines both the external interface and what the system should do in
response to a request. The rest of this section describes the details of the steps which
are needed to integrate the RESTful interface detailed above into the W-TREMORS
system for structural monitoring presented in Chapter 2.
The first step is the design of a relational database optimized for the target
application. The schema proposed for environmental monitoring can be used as-is,
but it is possible to simplify it under some assumptions. For example, the concepts
of area, user and alarm can be discarded without loss of generality. Similarly, since
the system is only going to monitor vibrations, we can get rid of the Measurement
Unit entity. We also accept that more systems are used to monitor vibration, for
example deploying one system per building or one system per floor, but we may
assume that all sensor nodes have a single accelerometer. As a consequence, the
idea of Port is not necessary anymore. The resulting simplified schema contains only
five entities of the original REnvDB design: Network, Nodes, Detection (or Sample),
Sensor entity, and Sensor model. In particular, the last two elements are needed to
specify the model of the accelerometer, its input range, and the correction curve for
the output. If we assume that all nodes are equipped with the same accelerometer,
the schema can be further simplified, reducing it to just three entities: the Network,
the Node and the Sample acquired at a given time. Although the final schema of
the database lacks generality, it fits perfectly the needs of storing values coming
simultaneously from multiple W-TREMORS systems.
W-TREMORS has been designed for timely structural monitoring using the
PRISM protocol, but the output of the system is not structured – the samples are
simply stored in files. However, saving these data in a database would simplify the
analysis and extraction of historical values, and could enable a remote monitoring
of the system with loose real-time constraints. A viable solution for adding the
database support to W-TREMORS – or similar file-based systems – is the adoption
of a proxy which collects all the data and put them into the database.
The general architecture of this intermediate system is shown in Figure 4.6. The
proxy is split into two parts: the process receiving data from the sensor network on
one side, hereafter called producer, and the element responsible for data management
and presentation, referred as consumer. On the other side, the producer is responsible
for acquiring data from the attached sensing system. This layer has a technologydependent interface, specifically designed for the acquisition system it is connected
to.
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Figure 4.6: The architecture of the intermediate proxy.
The outcome of this component is implemented as a files, because of the need to
integrate different acquisition systems without introducing additional computational
overhead. The output files of the producer, which contain a set of samples from
the network, need to be delivered to the consumer. The exchange of data files
in this architecture is performed by the communication task, which is actually
implemented as a spooler. This spooler is a dedicated software component which
hides the complexity of the underlying system, managing the output and input file
queues in a transparent way.
If the producer and the consumer processes run on the same physical machine,
the job of the communication process is streamlined – file movement across queues
is performed using atomic system calls for renaming files in the filesystem tree.
Otherwise, a network connection is needed to interconnect the coordinator with
a remote queue. File exchange over a network connection can be performed using
either an FTP or a simple Socket communication.
The wake-up frequency of the communication task must be set by the user
configuring the client at startup, according to the requirements of the monitoring
application. If the network link does not work at one period, the communication
process which should transmit data returns to sleep and retries to transmit both the
older files and new data in the successive wake-up round. If an external alarm signal
is generated, the system switches from “normal” to “alarm” mode, and it does not
return to sleep: a polling on the queues is performed continuously and data files
are transmitted as well as they are put in the queue without additional delay. An
external reset signal can also be generated to restore the normal operating mode of
the system.
Once the consumer task has received the measurements, it parses the data file
and extract the acquired measurements. Finally, the producer connects to the DBMS
described above and stores the processed values.
A specific and working code for the W-TREMORS system was developed, but
different systems could be connected to the same proxy. Adding a new system would
require minor additions to the main code: it is just a matter of saving data files with
a different extension on the producer side, and implementing the correct parsing
function on the consumer. In fact, the producer saves the raw output in a file with
a known suffix and an incremental prefix. The changing prefix avoids collisions
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between successive outputs in the queue, while the the suffix extension depends on
the specific producer, and would allow to identify and parse correctly the data inside
the file. In case the suffix is not enough to parse the file, for example because the
data formatting is not standard or optional extensions have been used, it is also
possible to provide additional parsing information in the first line of the file after
the special character ‘%’. Since this feature is producer- and consumer- dependent,
its format and meaning should be defined time after time by the specific sensing
applications.

4.4

Conclusions

The REST approach represents a viable solution for interconnecting wireless sensor
networks: it is lightweight, it is based on reliable and widespread standards, and it
can exchange data over low bandwidth connections.
This chapter has detailed the elements needed to create a fully-functioning
RESTful architecture for WSNs. The first part of this system is a relational database,
which ensures durability and easy access to the stored data. The schema of the
proposed database has been designed around the requirements and features of
pervasive environmental monitoring application. Nonetheless, the resulting schema
is general enough to be applied also to different context, such as for monitoring
buildings and structures, with small variations. The database has been exposed with
a RESTful interface, so that acquired values may be accessed from the Web regardless
of the specific sensor network technology – standard HTTP calls are employed to
grant access to the data stored in the database. It has been also shown how to
integrate an existing non-standard network with the system using a translation layer,
which is responsible for interpreting WSN-specific messages and storing value in the
database. Finally, the formal description of this RESTful architecture for WSNs has
been sided with an open-source implementation for agricultural monitoring, provided
as a reference starting point for further development.
As for future work, it would be interesting to interconnect different types of WSNs
for the purpose of evaluating practical issues that could arise from this heterogeneity.
Similarly, the performance of the proposed implementation may be investigated in a
large-scale system, comprising hundreds of nodes and more than one gateway.

Chapter 5

Conclusions
Wireless sensor networks target a very wide range of applications, and the design
of these systems poses issues at many levels. As far as wireless communication is
concerned, channel access and data collection are challenging tasks and are still hot
topics for the research community.
After providing an overview of possible WSN applications, the most important
recent achievements in the design of Medium Access Control protocols for monitoring
applications have been presented in Chapter 1. In addition, the existing real-time
MAC protocols for sensor networks have been reviewed in a dedicated section due
to their unique features and application domains.
In Chapter 2 this thesis has proposed PRISM, a new protocol for real-time
synchronous acquisitions in single-hop and multi-hop wireless sensor networks. The
protocol is able to guarantee a deterministic delay on transmissions, taking into
account both the data acquisition frequency used to monitor the phenomena and the
validity deadlines of the acquired data. The performance of PRISM has been studied
theoretically, investigating the relationship among number of nodes, channel capacity
and data-rate. In addition, the protocol was implemented and tested in a low-cost,
fully-functioning wireless monitoring system. The results confirmed the validity of
the proposed approach, and the developed system, as far as the author knows, is
the first working WSN which can provide 1 KHz sampling rate and real-time data
delivery using nodes with a moderate cost.
In Chapter 3 the possible advantages of sharing the information among the MAC
and routing layers in a sensor network have been investigated. Compared to the
traditional layered approach, a cross-layer solution was proposed, able to reduce
the overhead and hence best suited for embedded, low-power, resource-constrained
and application-tailored nodes. To better explore the challenges and the benefits
of the cross-layering approach, a protocol for slow data reporting in environmental
applications was designed. The resulting solution is CERTO, a simple scheduled
rendez-vous mechanism which fuses the MAC and the routing layers in a single
stack. Some experimental tests highlighted both the strength and the limits of the
proposed solution, and lay the ground work for future improvements.
Finally, Chapter 4 presents a novel database for environmental sensor network
applications. The database schema is flexible enough to fulfill the requirements and
constraints for a number of different monitoring applications. A novel interface for
this database was developed using standard protocols and a lightweight software
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architecture, allowing the status and the parameters of the network to be easily
retrieved through standard HTTP queries. The resulting solution has not only been
analyzed theoretically, but also tested in a real prototype WSN to assist in real-time
monitoring of environmental, slowly varying parameters. Since this REST-enabled
architecture is fully hardware and software agnostic, a working implementation for
structural monitoring based on open source software and low-cost hardware has
been described too.
Despite the work in this thesis outlines a complete claim of medium to high level
protocols for WSNs, there are still some aspects which could be deepened in the
future.
A first foreseeable improvement would be the extension of the PRISM protocol
to more complex network topologies, such as non-complete binary or non-binary
trees. In addition, it would be interesting to include data losses, channel effects, and
data aggregation into the analytical model of the PRISM protocol.
Similarly, the management of packet losses into the CERTO protocol could
be improved. More important, the duration of the wait and active phases of the
superframe currently needs to be set empirically – considering clock drifts from
a theoretical point of view could provide more grounded values for these interval.
The impact of clock drifts should be also taken into account when configuring the
network – longer sleep period implies less frequent resynchronizations and higher
clock discrepancies. Possible investigations could consider the use of short wake-ups
during the sleep phase for re-synchronizing nodes and issuing commands with short
delays.
Finally, a future work in the context of the database developed in Chapter 4
would be the interconnection of WSNs based on different technologies, evaluating
and solving the practical issues that this heterogeneity could arise. Similarly, the
performance of the proposed implementation should be investigated in a large-scale
system, comprising hundreds of nodes and more than one gateway.
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